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1
Letter from the Editor
Dear Reader,
It is a pleasure and a privilege to write to you, for the second time, in the second-ever issue of
the Penn Journal of Economics (PJE). Much has happened in the past year, as you can see from our
successful calls for papers, our greatly enlarged team of editors and referees, and our new website.
Moving forward, our top priority remains the effective and efficient evaluation of submitted work.
We are proud of the efforts we undertook in this issue and will continue to undertake. All papers
we received were looked over by both myself, the editor, and an associate editor, Ryan Byun. Of
those passing our initial inspection, all received a thorough and diligent review by a referee or by
a member of our editorial board. All accepted papers received at least two such reviews, which
would later form the basis for authors’ revisions of their papers. And every reviewed paper was
discussed and voted on by the entire assembled editorial board.
These editorial discussions have been one of the highlights of my undergraduate career. They
are why I would advise any of my fellow academically-oriented undergraduates to get involved with
their local undergraduate journal, either by sharing their expertise as a referee or engaging actively
in an editorial board. While I can only speak from my own experience, I imagine that there are
few types of student organizations that draw smart peers with common passions in their field in the
same way as a journal. Not only does this service benefit all of us, but it can be a lot of fun.
6

This semester also marked the beginning of the PJE as an independent student organization.
With my retirement rapidly approaching, I am pleased that we managed to begin the process of
building our organization and our reputation at Penn. Having started with three coffee chats and
two informational panels - organized by associate editors for our next issue, Anshuman Reddy and
Katrina Truebenbach - I can only hope that we will earn our role as the indispensable place for
students interested in economic thought.
Ultimately, however, our success will be measured by the intensity with which we facilitate the
fresh ideas of new generations. Inviting your favorite eminent economist as a speaker? Sure. A
seminar series run by and for undergraduates? Sounds great. A behavioral lab for senior thesis
experiments? It is a bit out there, but why not? A way to get in touch with Penn alumni in graduate
school or working in economic policy or research? It is mind boggling that this has not happened
yet. Penn should be, without question, the best place for a college-bound student to study if they
are serious about economic research. We can honor our school and our experiences here by helping
to make that happen.
In line with that principle of honoring our school, we would like to thank the Department of
Economics for sponsoring several of our events this semester, and in particular, Kristin Nestor for
her help in making that possible. We remain indebted to the Undergraduate Economics Society at
Penn for their role in our founding, and look forward to many years of fruitful collaboration. We
thank all the staff and faculty at various universities who forwarded our call for papers. Most of all,
we thank our very talented authors, whose enlightening work you will now be able to enjoy.

Sincerely,
Modibo K. Camara
Editor, Penn Journal of Economics
Spring 2016
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Did Twitter Mood Really Predict the DJIA?
Misadventures in Big Data for Finance
Michael Lachanski
Princeton University (Class of 2015)
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Did Twitter Mood Really Predict the DJIA?
Misadventures in Big Data for Finance
Abstract
In “Twitter mood predicts the stock market”, Bollen et al. [2011a] claim to be able to predict
whether the DJIA will close with a higher or lower value than the previous day’s value 86.7% of the
time. We replicate and extend results by Pav [2012a] which suggests that these results constitute a
Type I error. We show that the results presented by Bollen et al. [2011a] imply that there exists a
simple market timing strategy which typically achieves a Sharpe Ratio of at least 5.8, nearly an order
of magnitude greater than any published result we have found on market timing ability. We show
that any out-of-the-box correction for multiple comparison bias eliminates all of the statistically
significant results from Bollen et al.’s linear time series analysis. We document several other errors
and potential errors, concluding that the evidence presented in Bollen et al. is not sufficient to show
that Twitter mood actually predicted the DJIA.1
C LASSIFICATION: G100, G12, Y8, C390

Acknowledgments: The author would like to thank Burton Malkiel, Thomas Espenshade, Stephan
Luck, German Rodriguez, and Rene Carmona for their continued support. This essay has benefited considerably from helpful comments by Frank Fabozzi, Steven Pav, Francine Loza, Modibo
Camara, Yuliy Sannikov, and an anonymous referee. All errors are my own.
1 All

code for this essay is available at www.github.com/mlachans/DTMRPTDJIA
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2.1

Introduction

In this essay, we look closely at the results presented in “Twitter mood predicts the stock market”
(TMP hereafter). Excluding the DJIA, 3-month Treasury, and S&P 500 data, we use no data in the
analyses of this essay, limiting ourselves to an ex-post analysis of the results presented in TMP.2
We validate and extend arguments presented in Pav [2012a,b]. First, we show that the 86.7% DJIA
up-down predictability reported in TMP almost certainly violates the efficient market hypothesis
(EMH hereafter). Second, we demonstrate that the significant linear hypothesis tests motivating
the non-linear analysis results arise completely from multiple comparison bias. Finally, we show
that the normalization technique used in TMP’s visualizations and potentially used in the linear
hypothesis testing can induce false positives.

2.1.1

Review of TMP and Outline

TMP’s headline result is that by feeding previous days’ stock prices and their measures of Twitter
mood into a Self-Organizing Fuzzy Neural Net Classifier (SOFNN hereafter) the authors were able
to predict 13 out of 15 days’ directional DJIA movements from December 1, 2008 to December
19, 2008. Bollen et al. (BMZ hereafter) find that the mood they label CALM is most predictive of
stock prices. Pav [2012a] presents a single Monte Carlo simulation in which the ability to predict
whether the market will be up or down

13
15

days leads to an annualized SR of 9. Given that in his

experience, realized Sharpe Ratios (SRs hereafter) greater than 3 would be “the stuff of legend”,
he concludes that the result is likely to be misstated. In §2.2 we show that, if BMZ’s result held
ex-sample, it would still be the greatest trading strategy ever discovered in that trading based on
the SOFNN classifier would lead to large SRs (> 5) even after making adjustments for the risk-free
rate and realistic transactions costs, features left out of the original analysis by Pav [2012a].
The statistical content of TMP, as it relates to the DJIA, consists of two parts. The first is a
set of 49 hypothesis tests on linear autoregressive distributed lag (ARDL hereafter) models and
2 In

prices.

other words, at no point in this essay do we directly analyze the joint distribution of Twitter mood and DJIA
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the second is a set of out-of-sample tests using non-linear models. Using standard t-statistics we
expect 5% of all hypothesis tests to show significance even if the null result is true. BMZ conduct
so many hypothesis tests using standard t-statistics that they cannot rule out the possibility that
their most significant results are in fact null. In §2.3, we review the theory of multiple hypothesis
testing, present the Bonferroni adjusted coefficients referred to by Kuleshov [2011], Pav [2012a] and
extend their criticisms. Even under the most powerful currently available adjustments for multiple
comparison bias, none of the p-values reported in the linear hypothesis testing section of TMP are
significant at any standard level.3
It is likely that BMZ use a normalization procedure on their mood time series which, while not
uncommon in content analysis, prevents them from being able to claim that the non-normalized
CALM time series Granger cause anything.4 §2.4 constructs an example by simulation in which
𝑋 and 𝑌 are coincident, 𝑌 does not Granger cause 𝑋 yet locally normalized 𝑌 Granger causes 𝑋.
§2.5 concludes.

2.2

Implied Sharpe Ratio Exceeds That of Any Previously Discovered Strategy

To put these figures into context, an achieved (i.e. in real trading, not backtesting) Sharpe ratio of
1yr−1∕2 is considered ‘good’; an achieved value of 2yr−1∕2 is considered ‘excellent’; anything north of
3yr−1∕2 is the stuff of legend.
sellthenews.tumblr.com
STEVEN PAV on "Twitter mood predicts the stock market"

Pav [2012a] conducts one Monte Carlo simulation over DJIA data from 1970 to 2012 to obtain
an SR of 9.2. Since, in his experience in quantitative finance, an SR of 2.5 has never been realized
over any significant length of time for a market timing strategy Pav concludes that the results in
3 Powerful in the sense that they are valid and reject the null hypothesis in situations where less powerful adjustments

accept the null hypothesis.
4 See the equation on page 452 of Bollen et al. [2011b] for an example of the type of normalization under analysis.
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TMP are likely to be overstated.
We do not disagree with his conclusions, however his quantitative analysis is biased towards
reporting a higher SR because he sets the risk-free rate and transaction costs to zero.5 Pav conducted
only a single simulation and it is unclear if his estimate of the SR is representative of those we would
obtain if we attempted to exploit BMZ’s findings.6 His simulations may also not be useful for our
purposes because he uses the DJIA time series from 1970 and 1930 respectively. Until recently,
there were no instruments replicating cash flows from holding the DJIA. 7 Because the DJIA is an
untradable price-weighted index, simulated returns from trading the index before the development
of these instruments are not necessarily subject to the EMH.8 In this section, we use estimates for
the risk-free rate from the daily yield of the 1 month constant maturity U.S. Treasury daily yield
and transaction costs to assess the SR that this strategy might reasonably achieve.9 Our transaction
cost schedule is taken from Tetlock et al. [2008] who used transaction costs ranging from 0 to 10
basis points round-trip as realistic baselines to assess the viability of text analytics based trading
strategies.10 Since our hypothetical trader trades daily, each cost is applied daily.
Our strategy follows the set-up in Lachanski [2015] and trades at unit leverage. 𝜅 is defined
as in Pav [2012b] and Lachanski [2015]. Thirteen out of fifteen times, our portfolio gains the
absolute value of DJIA’s daily return. Two out of fifteen times, our strategist guesses incorrectly
and loses the absolute value of the DJIA’s daily return. We conduct two sets of simulations. Our
first simulation assumes, as Pav [2012a] does, that arbitrage identified in TMP has always existed.
5 We

learned this from correspondence with Pav.

6 It can be proven that if the stochastic process generating strategy returns is stationary then a performance simulation

will yield the correct expected SR if the time series is long enough. For a typical buy-and-hold strategy, time varying
volatility lets us reject the stationarity assumptions at the outset. We are aware of a number of alternative conditions
in which a single performance simulation on a long enough non-stationary time series will generate correct estimates
of the SR, but these conditions are technical and verifying them would take us beyond the scope of this essay. Instead
of attempting to verify these conditions, we defer to standard practice as explicated in Carmona [2014] and conduct a
large number of simulations (1000) instead.
7 http://www.investopedia.com/articles/investing/010815/etfs-tracking-dow.asp, accessed 2015/03/19.
8 This a purely technical objection. In practice, the DJIA and S&P 500 track each other with such a high correlation
coefficient that a timing strategy which works in one will almost certainly work in the other.
9 The 1 month constant maturity U.S. Treasury daily yield is calculated from 3 month Treasury bill yields by FRED.
10 The DJIA index does not reflect dividend payouts of the underlying firms (except to the extent that dividend payouts
announcements lower the price of the equities) and so its “adjusted close”, used for calculating returns, is its nominal
price.
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We conduct the first simulation from 7/31/200011 to 12/31/2014 using S&P500 volatility data for
calibrating the SR bound. We use DJIA data from Yahoo! Finance via the quantmod package for
our simulations. Our second simulation assumes that the arbitrage identified in TMP only became
possible after Twitter was opened to the public and runs from 07/15/200612 to 12/31/2014.
For formalizing the violation of the EMH, we follow Lachanski [2015] and calculate a theoretical “good deal” upper bound on SR. We take:
𝑅𝑓 = max (1+Daily Yield of 3 month Treasury)252 ≈ 1.0622
and relative risk aversion as 6.4. S&P 500 excess return volatility over periods starting from 2000
and 2007 are 19.98% and 21.25% respectively. Following Lachanski [2015], these parameters translate to “good deal” bounds on predictable annualized SR of 1.36 and 1.44 respectively. Table 2.1
contains our simulation results that assume, like Pav does, that the arbitrage identified in TMP has
always existed. Table 2.2 contains our simulations based on the idea that only after the introduction
of Twitter, by allowing one to cheaply estimate collective mood states, did the trading opportunity
identified by BMZ come into existence. Our simulations replicate Pav’s results and validate his
intuition: 86.7% DJIA predictability leads to such profitable trades that adding realistic trading
costs and the risk-free rate to our simulations changes nothing qualitatively. The SR bound we
constructed was violated in every single simulation. Over the 11,000 simulations conducted for
this section, none produced an SR lower than 5.8. Not only does TMP’s strategy present a “good
deal”, but if the 86.7% DJIA predictability finding is correct then it presents the greatest deal ever
published in the “good deal” literature (as surveyed in Lachanski [2015]).
The point estimate of 86.7% in TMP almost certainly violates the EMH. Not only this, but even
minimum value in the 95% confidence interval for DJIA predictability given in TMP would violate
the bound we have constructed. Concretely, we can use the lower bound of TMP’s 95% confidence
11 We

chose this as the start date because it was after the development of DJIA tracking financial instruments and
because this corresponds with the start of the Federal Reserve Bank of St. Louis (FRED hereafter) 1-month Treasury
Constant Maturity Rate time series.
12 http://latimesblogs.latimes.com/technology/2011/07/twitter-delivers-350-billion-tweets-a-day.html,
accessed
2015/04/01.
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interval calculated by Pav, 𝑔 = 7∕30. In this case, our theoretical SR with 𝑟𝑓 = 0 is 5.2. In general,
even small abilities to time the market at the daily frequency leads to violation of the “good deal”
bound. We can see that the minimal 𝑔 violating the bound, for 𝜅̂ 𝑟𝑓 =0 calculated from 7/15/2006 to
2014/12/31, is approximately 0.0676. In other words, a daily edge greater than 6.76% would likely
violate the bound we have constructed.13 In other words, the result in TMP is, given the realized
distribution of SR documented above and the theoretical upper limit on SR for a strategy that trades
daily, very likely to be overstated.

2.3

Multiple Comparison Bias

..it is clear that nothing limits...the number of features according to which one can distribute [natural
events or social facts] into several groups or distinct categories...One could distinguish first of all
legitimate births from those occurring out of wedlock, one can also classify births according to the age,
profession, wealth, or religion of the parents...usually these attempts through which the experimenter
passed don’t leave any traces; the public will only know the result that has been found worth pointing
out; and as a consequence, someone unfamiliar with the attempts which have led to this result
completely lacks a clear rule for deciding whether the result can or can not be attributed to chance.
A NTOINE COURNOT (1843) ON THE MULTIPLE HYPOTHESIS PROBLEM AS QUOTED IN SHAFFER
(1995)

When conducting a single hypothesis test, if our null hypothesis is true, then our p-value will
be distributed uniformly in [0, 1]. We set the probability of a false positive, or a rejection of the
null given that the null is true, at level 𝛼. In most studies, the probability of a false positive is fixed
13 This

is why, as noted in Lachanski [2015], we are also skeptical about many of the results summarized by Nassirtoussi et al. [2014]. As the distribution of returns becomes more heavy-tailed, 𝜅 → ∞ and so the edge necessary to
achieve a fixed SR increases. Emerging markets and FX markets, on which many of the predictive exercises in Nassirtoussi et al. [2014] are based, generally have heavier tails than the S&P 500. However, simulations not presented in this
essay suggest that, even accounting for larger 𝜅 values in these markets, one still obtains SRs from the aforementioned
predictability results that exceed the “good deal” bounds constructed in this section.
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Table 2.1: Our first column contains theoretical SRs using a calculation in Lachanski [2015] and estimated from the raw returns and
excess returns respectively. The second and third columns come from the simulation. Our upper bound for average annualized SR over
this time period is 1.36. Even with the addition of the risk-free rate and the inclusion of daily transaction costs, the predictive power of
the strategy in TMP far exceeds our upper bound on ex-ante SR over this time period. ∗This value is biased upwards because TMP does
not predict excess returns.

𝑟𝑓 = 0 𝑟𝑓 =1 mo. Treasury daily yield Trading Cost
8.95
8.82
0 bp
8.79
8.67
1 bp
Theory 𝑟𝑓 =1 mo. Treasury daily yield 8.64
8.53
2 bp
8.96∗
8.49
8.36
3 bp
8.33
8.21
4 bp
𝜅̂ 𝑟𝑓 =0
8.18
8.06
5 bp
0.56
8.03
7.91
6 bp
7.87
7.75
7 bp
𝜅̂ 𝑟𝑓 = 1 month Treasury daily yield
7.72
7.60
8 bp
0.56
7.57
7.45
9 bp
7.42
7.29
10 bp

Theory: 𝑟𝑓 = 0
9.01
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Table 2.2: This table presents the mean annualized SR under the assumption that the arbitrage opportunity identified in TMP has existed
since 7/15/2006. Our first column contains theoretical SRs using a calculation in Lachanski [2015] and 𝜅̂ estimated from the DJIA
returns, corresponding with the case in which 𝑟𝑓 = 0, and excess DJIA returns respectively. The second and third columns come from
the simulation. Our upper bound for average annualized SR over this time period is 1.44. Even with the addition of the risk-free rate and
the inclusion of daily transaction costs, the predictive power of the strategy in TMP far exceeds our upper bound on ex-ante SR over this
time period. ∗∗This value is biased upward because TMP does not predict excess returns.

𝑟𝑓 = 0 𝑟𝑓 =1 mo. Treasury daily yield Transaction Costs
8.43
8.38
0 bp
8.28
8.24
1 bp
Theory 𝑟𝑓 =1 mo. Treasury daily yield 8.14
8.09
2 bp
∗∗
8.45
8.00
7.94
3 bp
7.85
7.80
4 bp
𝜅̂ 𝑟𝑓 =0
7.71
7.66
5 bp
0.61
7.56
7.52
6 bp
7.42
7.37
7 bp
𝜅̂ 𝑟𝑓 = 1 month Treasury daily yield
7.28
7.23
8 bp
0.61
7.13
7.08
9 bp
6.99
6.94
10 bp

Theory: 𝑟𝑓 = 0
8.45

at level 𝛼 = 0.05. This is typically called a significance level. We can see that in this situation:
ℙ {False Positive} = 1 − ℙ {No False Positive} = 1 − (1 − 𝛼) = 𝛼 = 0.05
It is a straightforward conclusion that if many people individually test different, independent
hypotheses with true nulls, then we expect between two and three researchers to have statistically
significant findings in their sample.14 We call a rejection of the null hypothesis when the null is
true a Type I error. For instance, suppose 49 researchers conduct hypothesis tests in which the null
hypothesis is true. Then, the probability of making a Type I error is:
ℙ {Type I error} = 1 − ℙ {No Type I error} = 1 − (1 − 𝛼)49

(2.1)

In the case of TMP, BMZ conduct 49 hypothesis in a single study in which they use both significance levels 𝛼 = 0.1 and 𝛼 = 0.05. Using (31), we can see that the probability of at least one
Type I error, assuming the null, is:
1 − (1 − 0.1)49 = 0.994 ≫ 𝛼 = 0.1 and 1 − (1 − 0.05)49 = 0.919 ≫ 𝛼 = 0.05

(2.2)

if we do not somehow adjust for the number of hypotheses we are testing. We can see that, across
the whole family of hypotheses tested by BMZ, it is a near certainty under the null that one of them
is a false positive. We describe the situation in which, because of the sheer number of hypotheses
being tested, the probability of a false positive diverges “meaningfully”15 from the pre-specified 𝛼
as one in which our statistics suffer from multiple comparison bias. To see this problem in TMP
visually, Pav [2012a] presents a quantile-quantile (Q-Q hereafter) plot, which plots the quantile
14 In the context of empirical asset pricing, Harvey et al. [2015] for instance, use variants on the multiple comparison

adjustments presented in this section to show that most published factor-pricing models are false.
15 The importance of the divergence, of course, depends on the application. Even testing two independent hypotheses
will raise the probability of a false positive to 0.0975 if we specify 𝛼 = 0.05, but for some commercial applications (e.g.
A/B testing for advertising) these are acceptable increases in the probability of Type I error and multiple comparison
adjustments are rarely performed. On the other hand, in genetic association studies in which there are thousands of
covariates and false positives would be especially deleterious to medical or ethical decision making, unnecessarily
low-power multiple hypothesis tests (e.g. Bonferroni) are the norm; see Rietveld et al. [2015] for a recent example.
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function of the uniform distribution against the quantile function of the empirical distribution of
the p-values in TMP’s Table 2.2. We replicate his results in our own Q-Q plot, displayed on the left
panel of Figure 2.1.
The null hypothesis is that all 49 p-values are drawn from a uniform distribution. Carmona
[2014] notes that if, in fact, these p-values are drawn from a distribution other than the uniform
distribution (i.e. the null is false), we should expect points in the lower left corner of the Q-Q plots
in Figure 2.1 to be significantly below the line 𝑦 = 𝑥. For TMP’s p-values, we can see no such
thing: the lowest p-values fall about where we would expect them to if the entire family of p-values
was drawn from a uniform distribution. On the other hand, in our right-hand panel of Figure 2.1,
in which CALM is a significant predictor of the stock market, we observe that many points in the
lower left-hand corner of the Q-Q plot fall below the line 𝑦 = 𝑥.
Unfortunately, visualizations like these can be misleading. The lowest p-values in TMP’s Q-Q
plot do appear to be slightly below the line 𝑦 = 𝑥. Worse, it is possible to simulate examples in
which the expected and observed quantiles are drawn from different distributions and yet visually,
the Q-Q plots indicate that the expected and observed distributions appear to be a perfect match
in the sense that all points appear to fall on the line 𝑦 = 𝑥.16 The only way to rigorously determine whether or not the results in TMP are the result of multiple comparison bias is to correct
for the number of hypothesis tests that BMZ conduct. Since these corrected p-values will always
correspond with significant statistics, we refer to these ex-post p-value adjustments as multiple hypothesis tests or multiple comparison adjustments. Our presentation of multiple hypothesis testing
follows a combination of Shaffer [1995] who covers multiple hypothesis testing generally, and Harvey and Liu [2014] who covers it for financial applications. All other works are cited as they are
used.
16 An

example of misleading Q-Q plots is available here: http://stats.stackexchange.com/questions/2492/isnormality-testing-essentially-useless, accessed last 2015/03/15.
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Figure 2.1: Pav [2012a] presents a Q-Q plot equivalent to our left hand plot. The horizontal axis of our plots presents the quantiles of the
theoretical uniform distribution while the y-axis presents the empirical distribution of TMP’s p-values on the left-hand panel and with
one case in which the null hypothesis is false on the right-hand panel. For the right hand panel, our 7 CALM hypothesis test p-values are
drawn from a [0, 0.1] uniform distribution while the rest are drawn from the [0, 1]. Notice that, visually, BMZ’s results do not collectively
appear to diverge from the p-values we would expect to find if the null hypothesis was true while our simulated results on the right plot
do diverge.

2.3.1

Controlling the Familywise Error Rate

We begin by presenting Table 2.3, which contains the uncorrected p-values reported in Table 2.2
of TMP.17
Lag
Opinion Finder
1 Day
0.085
2 Days
0.268
3 Days
0.446
4 Days
0.218
5 Days
0.300
6 Days
0.446
7 Days
0.620

Calm
0.272
0.013⋆
0.022⋆
0.030⋆
0.036⋆
0.065
0.157

Alert
0.952
0.973
0.981
0.998
0.989
0.996
0.999

Sure
0.648
0.811
0.349
0.415
0.544
0.691
0.381

Vital
0.120
0.369
0.991
0.989
0.553
0.682
0.713

Kind
Happy
0.848
0.388
0.991 0.706118
0.991
0.723
0.989
0.750
0.996
0.173
0.994
0.081
0.999
0.150

Table 2.3: These p-values are taken from Table 2.2 in TMP. Throughout this section, we will be
applying multiple hypothesis adjustments to this table of p-values.
There are two philosophies to multiple hypothesis testing. In the first philosophy, we aim to
control the family-wise error rate (FWER hereafter). The FWER is the probability of one false
positive in our entire family of hypotheses if null is true. An obvious correction is to simply multiply
our p-values by the number of hypotheses we are testing. This is called the Bonferroni correction
and we derive it below with some additional notation that will be used for specifying the other
tests. First, let’s give an example in which the Bonferroni correction gets the job done using the
same situation described in (2):
)
(
)
(
0.05 49
0.1 49
= 0.095 < 𝛼 = 0.1 and 1 − 1 −
= 0.048 < 𝛼 = 0.05
1− 1−
49
49

(2.3)

so that, in this case, the probability of a Type I error is actually less than the the pre-specified
significance level. We will prove that the Bonferroni correction always achieves this outcome. Let
𝑀 be the number of hypotheses we are testing and let us suppose that our p-values have been
ordered from least to greatest. Let 𝛼1 be the first (minimum) unadjusted p-value and 𝛼𝑘 be the 𝑘-th
17 If

BMZ have truncated rather than rounded their p-values, as we suspect they have, any adjustments we make to
those p-values will be biased towards significance. We report all units to three decimal places.
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smallest element in our list so that:
(2.4)

𝛼1 ≤ 𝛼2 ≤ ⋯ ≤ 𝛼𝑘 ≤ ⋯ ≤ 𝛼𝑀−1 ≤ 𝛼𝑀
Finally, let 𝑝𝑘 be the “adjusted” p-value. Then, our Bonferroni correction is:
⎧
⎪𝛼𝑘 𝑀
𝑝𝑘 = ⎨
⎪1
⎩

if 𝛼𝑘 𝑀 < 1

(2.5)

otherwise

Let 𝑚 be the number of true null hypotheses and all true null hypotheses comprise set 𝐼0 ∈ 𝐼
where 𝐼 is the set of all hypotheses tested. Note that 𝑚 ≤ 𝑀. Using Boole’s inequality over the set
{ }𝑛
of events 𝐴𝑖 𝑖=1 :
}
{ 𝑛
𝑛
∑
⋃
{ }
ℙ 𝐴𝑖
𝐴𝑖 ≤
ℙ
𝑖=1

𝑖=1

⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟
Boole’s Inequality

we show that (5) will always reduce the probability of Type I error below 𝛼:
{

}
)
⋃(
𝛼
𝐹 𝑊 𝐸𝑅 = ℙ
𝑝𝑘 ≤
definition of 𝐹 𝑊 𝐸𝑅
𝑀
𝐼0
}
∑ {
𝛼
≤
ℙ 𝑝𝑘 ≤
Boole’s Inequality
𝑀
𝐼
0

∑𝛼
𝛼
≤ 𝑚
uniformity of p-values under null and
=𝛼
𝑀
𝑛
𝑖=1
𝑀𝛼
≤
since 𝑀 ≥ 𝑚
𝑀
𝑛

= 𝛼
Thus, Bonferroni corrected p-values less than 𝛼 will guarantee that our results are significant at
level 𝛼.
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Lag
Opinion Finder
1 Day
1.000
2 Days
1.000
3 Days
1.000
4 Days
1.000
5 Days
1.000
6 Days
1.000
7 Days
1.000

Calm
1.000
0.637
1.000
1.000
1.000
1.000
1.000

Alert
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Sure
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Vital
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Kind Happy
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000

Table 2.4: This table presents Bonferroni corrected p-values for TMP’s linear models. These pvalues are referred to, but not actually presented in Kuleshov [2011], Pav [2012a]. All remaining
tables in this section are original.
Bonferroni Results
Using (5), the Bonferroni corrected p-values are in Table 2.4. Pav [2012a] and Kuleshov [2011]
suggest that under Bonferroni testing none of the p-values presented by BMZ are significant at any
standard level, but neither produces the Bonferroni adjusted p-values.

Unfortunately, as we can see from our example in (3) our Bonferroni test is conservative in the
sense that it is possible that the true significance of the results will be less than 𝛼.19 It can be shown
that the Bonferroni test unnecessarily increases the number of Type II errors (i.e. false negatives).20
This motivates the Holm [1979] test we present below.
Holm Results
The Holm test uses the order of the test statistics to increase the power of the test and, like the
Bonferroni test, requires no assumptions on our data. The Holm adjustment sets the 𝑘-th smallest
p-value to:
19 This

is particularly easy to see when all of the underlying covariates being tested have correlation equal to one. In
this case, we should make no adjustment at all, yet the Bonferroni adjustment will increase the hurdle our p-values must
pass by a factor of 𝑀. As one might expect, most of the less stringent tests we will use assume positive association
(not necessarily linear association) among all hypotheses being tested.
20 A false negative is a failure to reject the null when it is false.
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Lag
Opinion Finder
1 Day
1.000
2 Days
1.000
3 Days
1.000
4 Days
1.000
5 Days
1.000
6 Days
1.000
7 Days
1.000

Calm
1.000
0.637
1.000
1.000
1.000
1.000
1.000

Alert
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Sure
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Vital
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Kind Happy
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000

Table 2.5: This table presents Holm corrected p-values for TMP’s linear models. Even with the
additional information provided by the order of the test statistics, none are significant. Even the
second smallest p-value, Holm-corrected, is 1.000.

⎧
⎪𝛼𝑘 (𝑀 + 1 − 𝑘)
𝑝𝑘 = ⎨
⎪1
⎩

if 𝛼𝑘 (𝑀 + 1 − 𝑘) < 1

(2.6)

otherwise

but adds the additional criterion: for the minimum 𝑘 such that 𝑝𝑘 > 𝛼 (being careful not to reorder
}
{
the p-values after adjustment), accept all null hypotheses associated with p-values 𝛼𝑘+1 , … , 𝛼𝑀
at level 𝛼. We can see that for 𝛼1 , the Holm adjustment is equivalent to the Bonferroni adjustment
but becomes less stringent thereafter. Procedures that require an ordering of 𝛼𝑖∈{1,…,𝑀} to conduct
a hypothesis test are called “sequential-rejection” or “multistage” methods. Because the Holm
method starts with 𝛼1 and continues sequentially until 𝛼𝑀 , it is called a step-down method.
Using (6) on the p-values in TMP gives us the results presented in Table 2.5. Unfortunately,
without making additional assumptions on the moods we do not have access to more powerful tests
that control the FWER. Nonetheless, we make these assumptions below to show how robust the
insignificance of TMP’s results are.

Hochberg, Hommel and Sidak Adjustments Tests
Tetlock [2007] and Loughran and McDonald [2015] both report that mood state measurements one
might expect to move in opposite directions (positive and negative word counts in the Wall Street
Journal, for instance) tend to positively correlate. Inspection of Figure 2.2 in TMP suggests that
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several of seven tested time series might be correlated (in particular, look at OF, CALM, ALERT,
SURE and HAPPY before and after the 2008 election and Thanksgiving).21 Neither of these facts
necessarily imply that the underlying mood time series in TMP will have a positive correlation, but
both of them could be consistent with such a correlation. If we were willing to suppose that all of
our moods are independent or have positive correlation, then the hypothesis tests presented in Table
2.2 of TMP would have either zero or positive association in the sense that the significance of one
p-value would either decrease or have no impact on the other p-values in that table. Making either
assumption of independence between our hypothesis tests or “no negative association” between the
hypothesis tests of our moods allows us to use the Hochberg and Hommel tests. The Hochberg test
is a sequential rejection step-up test and is defined as follows:

𝑝𝑀 = 𝛼𝑀
}
{
𝑝𝑀−1 = min 𝑝𝑀 , 2𝛼𝑀−1
{
}
𝑝𝑀−2 = min 𝑝𝑀−1 , 3𝛼𝑀−2
⋮
}
{
𝑝𝑀−𝑘+1 = min 𝑝𝑀−𝑘+2 , 𝑘𝛼𝑀−𝑘+1
}
{
𝑝𝑀−𝑘 = min 𝑝𝑀−𝑘+1 , (𝑘 + 1) 𝛼𝑀−𝑘
}
{
𝑝𝑀−𝑘−1 = min 𝑝𝑀−𝑘 , (𝑘 + 2) 𝛼𝑀−𝑘−1
⋮
{
}
𝑝2 = min 𝑝3 , (𝑀 − 1) 𝛼2
{
}
𝑝1 = min 𝑝2 , 𝑀𝛼1
where 𝑝𝑘 are computed from top to bottom. Hommel’s method is more powerful than Hochberg’s
21 Table

2.1 of TMP reports that all of the moods generated by GPOMS have positive partial correlation with the
mood generated by OF in a multiple regression framework. In fact, if each individual GPOMS mood had a large enough
Pearson correlation with the OF mood we could establish that all six moods were positively correlated; unfortunately
we only have access to partial correlations from Table 2.1 and several of those appear to be statistically insignificant
from zero.
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Lag
Opinion Finder
1 Day
0.999
2 Days
0.999
3 Days
0.999
4 Days
0.999
5 Days
0.999
6 Days
0.999
7 Days
0.999

Calm
0.999
0.637
0.999
0.999
0.999
0.999
0.999

Alert
0.999
0.999
0.999
0.999
0.999
0.999
0.999

Sure
0.999
0.999
0.999
0.999
0.999
0.999
0.999

Vital
0.999
0.999
0.999
0.999
0.999
0.999
0.999

Kind Happy
0.999 0.999
0.999 0.999
0.999 0.999
0.999 0.999
0.999 0.999
0.999 0.999
0.999 0.999

Table 2.6: This table presents Hochberg corrected p-values for TMP’s linear models. Even with
the additional information provided by the order of the test statistics and the assumption of independence or positive association, none are significant.
Lag
Opinion Finder
1 Day
0.999
2 Days
0.999
3 Days
0.999
4 Days
0.999
5 Days
0.999
6 Days
0.999
7 Days
0.999

Calm
0.999
0.611
0.999
0.999
0.999
0.999
0.999

Alert
0.999
0.999
0.999
0.999
0.999
0.999
0.999

Sure
0.999
0.999
0.999
0.999
0.999
0.999
0.999

Vital
0.999
0.999
0.999
0.999
0.999
0.999
0.999

Kind Happy
0.999 0.999
0.999 0.999
0.999 0.999
0.999 0.999
0.999 0.999
0.999 0.999
0.999 0.999

Table 2.7: This table presents Hommel corrected p-values for TMP’s linear models. Even with the
additional information provided by the order of the test statistics and the assumption of independence or positive association, none are significant.
but also more computationally complex and we do not present the method here. Both tests are
more powerful than both the aforementioned Bonferroni and Holm tests. Because we cannot rule
out positive correlation or independence between the mood time series, we present the tests in order
of power in Tables 2.6 and 2.7.
Finally, if we assume independence between the mood time series, which is extremely unlikely
to be the case given the evidence discussed in the previous paragraph and in TMP, we have access
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Lag
Opinion Finder
1 Day
0.978
2 Days
0.999
3 Days
0.999
4 Days
0.999
5 Days
0.999
6 Days
0.999
7 Days
1.000

Calm
0.999
0.473
0.656
0.761
0.815
0.951
0.998

Alert
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Sure
1.000
0.999
0.999
1.000
1.000
0.999
0.995

Vital
0.999
0.999
1.000
0.999
1.000
1.000
1.000

Kind Happy
1.000 0.999
1.000 1.000
1.000 1.000
1.000 1.000
1.000 0.999
1.000 0.975
1.000 0.998

Table 2.8: This table presents Sidak sequential rejection step-down corrected p-values for TMP’s
linear models. Even with the additional information provided by the order of the test statistics, none
are significant at any standard level.
to the Sidak sequential rejection step-down adjustment.22 It is defined as follows:
)𝑀
(
𝑝1 = 1 − 1 − 𝛼1
{
)𝑀−1 }
(
𝑝2 = max 𝑝1 , 1 − 1 − 𝛼2
{
)𝑀−2 }
(
𝑝3 = max 𝑝2 , 1 − 1 − 𝛼3
⋮
{
(
)𝑀−𝑘 }
𝑝𝑘−1 = max 𝑝𝑘−2 , 1 − 1 − 𝛼𝑘−1
{
)𝑀+1−𝑘 }
(
𝑝𝑘 = max 𝑝𝑘−1 , 1 − 1 − 𝛼𝑘
⋮
{
)2 }
(
𝑝𝑀−1 = max 𝑝𝑀−2 , 1 − 1 − 𝛼𝑀−1
{
}
𝑝𝑀 = max 𝑝𝑀−1 , 𝛼𝑀
where, as usual, 𝑝𝑘 is computed as ordered above. Our survey of the literature suggests that, for
TMP, this is the strongest ex-post FWER multiple comparison adjustment we have access to and
we present the Sidak sequential rejection step down results in Table 2.8.
None of the results for any of our FWER results are significant at any standard level. More
recent work in this area, especially in financial econometrics, assumes access to underlying data or
22 v8doc.sas.com/sashtml/stat/chap43/sect14.htm, accessed 2015/03/15. In fact, the Sidak adjustment (which results
from assuming independence) can be combined with other tests in this section in various ways. None of the FWERrestricting combinations we have tried resulted in any of the p-values being close to significant at any standard level.
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technical knowledge about the stochastic process generating the data that we do not have access to
Romano and Wolf [2005], White [2000]. Given the results of our Sidak step down procedure and
the sheer number of hypotheses being tested, more sophisticated methods are unlikely to reject the
null as long as we restrict FWER. These tests indicate it is extremely likely that there is at least one
false positive in TMP’s results.

2.3.2

Controlling False Discovery Rate

Evaluating a trading strategy is not a mission to Mars. Being wrong could cost you your job and money
will be lost - but it is unlikely to be a matter of life and death. However, reasonable people may
disagree with this view.
Evaluating Trading Strategies
H ARVEY AND L IU (2014)

The second approach to multiple comparison bias instead aims to control the false discovery rate
(FDR hereafter). Many presentations23 of the properties of FDR versus the FWER use a variation
on Table 2.9.
Null True Alternative True

Total

Not called significant

𝑇𝑁

𝐹𝑁

𝑀 −𝑅

Called significant

𝐹𝑃

𝑇𝑃

𝑅

Total

𝑚

𝑀 −𝑚

𝑀

Table 2.9: For cases in which all values of the table are known with certainty, this table is called a
confusion matrix. In statistics this table is commonly called a contingency table. Our setup is the
same as in §2.3.1 with additional notation: let 𝑅 be the number of null hypotheses rejected by our
tests (i.e. significant findings or “discoveries”). 𝑇 𝑁 is the number of true negatives (a negative is a
failure to reject the null). 𝐹 𝑁 is the number of false negatives. 𝐹 𝑃 is the number of false positives,
i.e. Type I errors. 𝑇 𝑃 is the number of true positives.
23 http://www.gs.washington.edu/academics/courses/akey/56008/lecture/lecture10.pdf,

27

accessed 2015/03/29.

If the values of Table 2.9 are known with certainty our FDR is:

𝐹 𝐷𝑅 =

𝐹𝑃
𝐹𝑃
=
𝐹𝑃 + 𝑇𝑃
𝑅

(2.7)

If the values of Table 2.9 are unknown, we can define the FDR using only the statistical properties of our null hypothesis Storey [2001]:

𝐹 𝐷𝑅 = 𝔼

{

}
𝐹𝑃
|𝑅 > 0 ℙ {𝑅 > 0}
𝑅

(2.8)

where ℙ {𝑅 > 0} can be read as the “the probability of at least one discovery”. Using our table, we
can recast our FWER tests as fixing the probability:

ℙ {𝐹 𝑃 ≥ 1} ≤ 𝛼
so that a multiple comparison adjustment over FDR controls fixes the expected fraction of false
positives at level 𝛼 while a multiple comparison adjustment over FWER fixes the probability of a
single false positive at level 𝛼. We can see that, since BMZ’s findings suggest a family of strategies
based around their CALM measure, our FWER control methods may be too stringent to evaluate
the commercial or academic value of the findings in Table 2.2 in TMP. Because FDR tests are more
powerful than FWER tests, and the p-values generated by multiple comparison adjustments that
control FDR correspond with statistical tests of the fraction of false positives over all positives,
FDR methods are both preferred in financial applications in general and are more appropriate for
assessing TMP in particular.
We start with the most common FDR test. No special assumptions are required for the Benjamini, Hochberg and Yekuteli test (BHY hereafter). It is a step-up method, meant to be evaluated
from 𝑘 = 𝑀 to 𝑘 = 1 according to the following formula:
𝑀
𝑝𝑘 =

(∑

𝑀 −1
𝑖
𝑖=1

𝑘
28

)
𝛼𝑘

(2.9)

Lag
Opinion Finder
1 Day
1.000
2 Days
1.000
3 Days
1.000
4 Days
1.000
5 Days
1.000
6 Days
1.000
7 Days
1.000

Calm
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Alert
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Sure
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Vital
1.000
1.000
1.000
1.000
1.000
1.000
1.000

Kind Happy
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000
1.000 1.000

Table 2.10: This table presents the BHY sequential rejection step-up corrected p-values for TMP’s
linear models. Given the form we have presented it in, the BHY test is valid for arbitrary underlying
time series.
Lag
Opinion Finder
1 Day
0.595
2 Days
0.950
3 Days
0.950
4 Days
0.890
5 Days
0.999
6 Days
0.950
7 Days
0.999

Calm
0.950
0.441
0.441
0.441
0.441
0.595
0.769

Alert
0.999
0.999
0.999
0.999
0.999
0.999
0.999

Sure
0.959
0.999
0.950
0.950
0.999
0.999
0.950

Vital
0.735
0.950
0.950
0.999
0.999
0.999
0.999

Kind Happy
0.999 0.950
0.999 0.999
0.999 0.999
0.999 0.999
0.999 0.770
0.999 0.595
0.999 0.769

Table 2.11: This table presents the Benjamini & Hochberg sequential rejection method p-values
for TMP’s linear time series tests. None of our p-values are significant at any standard level.
}
{
for the maximal 𝑘 such that 𝛼𝑘 < 𝛼, we declare 𝛼1 , … , 𝛼𝑘 to be significant. We present the
adjusted p-values in Table 2.10.
Under the approach that Harvey and Liu [2014] deem “most appropriate for evaluating trading
strategies”, the BHY correction, none of the p-values TMP present are less than 1. Nonetheless, we
use the reasoning in §2.3.1 to justify the use of stronger tests with positive association or independence assumptions on the underlying mood time series. In Table 2.11, we present the Benjamini
and Hochberg corrected p-values, which are valid under the assumption of independence or positive
association.
Surprisingly, the initial results of Kuleshov [2011], Pav [2012a] are robust to generically more
powerful multiple comparison tests like the Holm adjustment, tests derived from stronger assumptions on the underlying time series (Hochberg adjustment, Hommel adjustment and Sidak adjustment), and techniques that adopt the much looser standard of limiting the FDR rather than the
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FWER (Benjamini and Hochberg adjustment and BHY). Under no multiple comparison adjustments we have found, including several left out of this section for brevity but available in the mutoss
R package and present in our GitHub repository, are any of the p-values reported by BMZ close
to significant at any standard level. All of these tests suggest that

𝐹𝑃
𝑅

= 1.24 We have not tested

the universe of FDR adjustments and there may exist an adjustment in the literature under which
the p-values in TMP are significant, but we are doubtful that the assumptions required by such an
FDR adjustment would be met by the collective mood time series of TMP. We conclude that BMZ
present no statistical evidence in their linear time series analysis that Twitter mood predicts the
stock market.

2.3.3

Multiple Hypothesis Testing for Non-linear Machine Learning Algorithms

When evaluating their SOFNN classifier, Bollen et al. [2011a] treat the random walk hypothesis
(RWH) as the null hypothesis. This hypothesis, discretized, treats every day’s market movement as
the outcome of a binomial tree in which the probability of an up movement is 0.5. BMZ (incorrectly)
assert that the EMH claims that the probability of forecasting whether the market will be up or down
given all available information is 0.5.25 While this is not correct under the EMH, this is correct under
the RWH and it provides one with a natural benchmark to assess the statistical significance of an
algorithm’s ability to forecast the up-down pattern of the market. We can formalize this hypothesis
test using the binomial distribution, which we present below:
( )
𝑛 𝑖
𝑝 (𝑖) =
𝑝 (1 − 𝑝)𝑛−𝑖
𝑖
24 Some

(2.10)

tests do not return adjusted p-values but simply their estimate of FDR.
conflation of the EMH and RWH is incorrect; in general, the RWH is not equivalent to the EMH. EMH
does not imply the RWH as LeRoy [1973], Lucas [1978] construct economies in which the EMH is true but the RWH
is false. See LeRoy [1989] for additional information. Market price patterns are typically better fit by a random walk
with trend than the RWH. Also note that in a test we do not present here, we can use the up-down pattern of DJIA
values to reject the hypothesis that the daily DJIA difference follows a random walk without trend with 1% statistical
significance.
25 BMZ’s
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where in the above:

( )
𝑛
𝑛!
=
𝑖
(𝑛 − 𝑖)!𝑖!

(2.11)

equals the number of different ways groups of 𝑖 objects can be chosen from a set of 𝑛 objects and 𝑖
can be thought of as the number of failed predictions if we fail to predict correctly with probability
𝑝. We can ask the question: if the RWH is correct, with what probability would our algorithm
forecast thirteen out of fifteen days or more? In this case, our null is that 𝑝 = 0.5, 𝑛 = 15 and 𝑖 = 2.
A hypothesis test of the SOFNN evaluates:
𝑖=2 ( )
∑
15
0.5𝑗 (1 − 𝑝)15−𝑗 ≤ 𝛼
ℙ {2 or fewer failures} = 0.003 =
𝑗
𝑗=0

where we reject the null at significance level 𝛼 if the inequality above is true. If Bollen et al. [2011a]
only tested one time series with their SOFNN, it would be significant at the 1% level. However,
they test eight such time series. Assuming independence, we can construct the following FWERrestricting null:
0.029 = 1 − (1 − ℙ {2 or fewer failures})8 ≤ 𝛼
In this case, the non-linear hypothesis test result is still significant at the 5% level.26
We note that over the time period tested in TMP the market suffered 8 down moves. In a
machine learning context, a more typical evaluation of the SOFNN would be against a baseline
that always predicted “down”. This is equivalent to setting a different null hypothesis in which
the market suffers a down move with probability

8
.
15

In this case, our probability of a failure to

correctly predict the market’s up-down outcome on a given day drops to 0.467. Our hypothesis
test, because of the small number of days, is sensitive to small changes in the baseline expectation
of the probability:
0.059 = 1 − (1 − ℙ {2 or fewer failures})8 ≤ 𝛼 if 𝑝 = 0.467
26 Pav

[2012a] makes, but does not explain, this calculation.
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and the result is no longer significant at the 5% level.
On the other other hand, one could argue that a more economically meaningful test is against the
long-run daily up-down probabilities. Using the DJIA time series from 2015/02/13 to 1999/03/24
we estimate that the long run daily probability of an up move is 0.52.27 Under these circumstances,
BMZ’s results look more impressive, because our learned baseline would mislead us in December
2008. Our FWER adjusted significance is:
0.018 = 1 − (1 − ℙ {2 or fewer failures})8 ≤ 𝛼 if 𝑝 = 0.52
which is significant at the 5% level. As we can see from these examples the hypothesis tests of the
SOFNN are sensitive to parameters specified in the null hypothesis.28 Nonetheless, before taking
into account the bias induced by the global normalization procedure (BMZ appear to normalize
the entire time series, including the test set, for their SOFNN evaluation), it is certainly plausible
that TMP presents statistically significant evidence that the SOFNN algorithm, with BMZ’s CALM
time series as an input, predicts the stock market in its non-linear hypothesis section.

2.3.4

Conclusions

If the effect discovered in TMP was real, then by the central limit theorem, one would obtain pvalues low enough in their “CALM” time series to overcome the hurdles set by multiple comparison
adjustments simply by sufficiently extending the length of time series. Since the authors of Bollen
et al. [2011a] had access to the entire Twitter feed across time, we strongly suspect the reason that
they did not do this is because doing so causes the Twitter mood effect to vanish. The authors of
TMP have not presented evidence that any of the p-values in TMP’s linear time series section are
significant, when one adjusts for the multiple comparison bias inherent in testing a large number
of hypotheses. Fortunately, Bollen et al. [2011a] provide enough evidence, in the form of their
27 This

is consistent with RWH with trend.
BMZ had assigned more days to their test set, the confidence bounds would be tighter and the tests would more
sharply discriminate between the RWH and the RWH with trend.
28 If
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reported p-values, to conclude that one cannot reject that all Twitter mood data is independent of
future DJIA movements.

2.4

A Second Potential Error

Bommarito29 , was first to point out the local normalization in TMP takes in information from the
future and to suspect that this normalization was used in TMP’s statistical tests. In a series of
emails30 , Bommarito asked Bollen:
Are the z-scores [i.e. locally normalized mood time series] used in any assessment of
prediction, or are these z-scores only used for plotting the signals?
Bollen responded:
The Z-scores are not used in our assessment of prediction accuracy. Please have a look
at the equations on page 6 (and related discussion) vs. equation (2.1).
The equations on page 6 relate to the SOFNN, but not the linear time series results.31 In this section,
we show that there exist a priori reasonable joint distributions of equity prices and mood time
series such that the local normalization procedure can reverse Granger causality. More precisely,
given an underlying time series in which 𝑋𝑡 does not Granger cause 𝐷𝑡 but is Granger caused
by 𝑋𝑡 , locally normalized 𝑋̃ 𝑡 can Granger cause 𝐷𝑡 . Thus, if the locally normalized time series
appears to Granger cause the stock market, that does not imply that the underlying CALM time
series Granger causes the stock market. In two examples below, we show how TMP’s p-values
29 http://etf-central.com/2010/10/21/update-j-bollen-h-mao-x-j-zeng-twitter-mood-predicts-the-stock-market, accessed 2015/02/14.
30 Obtained from personal correspondence with Professor Bommarito.
31 It is possible Bollen meant to refer to the fact that the equations use the term 𝑋 rather than ℤ but we note even in
𝑡
𝑋𝑡
the final, published version of TMP, the authors only specifically disavow using the locally normalized time series for
Section 2.5, the SOFNN section of their paper and not Section 2.4, the linear statistics section. Furthermore, Bollen did
not explicitly answer Professor Bommarito’s question of whether the local normalization is only used for visualization
purposes in TMP. Throughout §2.4, we assume that ℤ𝑋𝑡 rather than 𝑋𝑡 was used as the explanatory variable in the linear
time series section of TMP. We wish to emphasize that, while this could explain the results in TMP, we are uncertain
that this is actually the case. We reached out to BMZ several times seeking clarification; they have not responded to
any emails regarding TMP.
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could result entirely from the use of this inappropriate normalization and from the DJIA Granger
causing or being contemporaneously determined with Twitter mood.

2.4.1

Monte Carlo Simulation 1: Fatal Inference

It turns out to be trivial to construct an example in which collective mood is contemporaneously
caused with the stock market, but our locally normalized time series, which takes in 𝑘 days of
information from the future, appears to Granger cause stock prices. We present such an example
using Monte Carlo simulation below. In all examples, we use 1000 iterations and a time series of
174 periods, which means 173 differenced periods. This corresponds with what the authors claim
to test in TMP.
In our first and simplest example, we draw day 𝑡’s DJIA difference 𝐷𝑡 from an independent and
identically distributed (i.i.d. hereafter) standard normal distribution each period. Then, our mood
is given by:
𝑋𝑡 = 𝛽𝐷𝑡 + 𝜖𝑡

(2.12)

with 𝛽 strictly positive so that higher differences in the DJIA cause one to feel calmer the same
day.32 Even if stock market differences increase calmness, if calmness reacts rapidly, a functional
[ ]
form like (12) will adequately capture the mood-stock market relationship. As usual, 𝔼 𝜖𝑡 = 0.
For now we will drop 𝜖𝑡 but our simulations suggest that if 𝜖𝑡 is normal or 𝑡 with 4 degrees of
freedom, there is no qualitative difference to our results. Applying our local normalization to the
32 This

condition is also necessary to avoid imaginary solutions in calculations below.
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underlying mood time series gives us:

ℤ𝑋𝑡

1 ∑𝑡+𝑘
𝑋𝑡 − 2𝑘+1
𝑋
𝑖=𝑡−𝑘 𝑖
= √ (
(
(∑
)2 ))
∑𝑡+𝑘
𝑡+𝑘
1
1
𝑋𝑖 − 2𝑘+1
𝑋
𝑖=𝑡−𝑘
𝑖=𝑡−𝑘 𝑖
2𝑘

𝛽𝐷𝑡 −

= √
1
2𝑘

(

(

∑𝑡+𝑘

(

𝑖=𝑡−𝑘

2𝑘
2𝑘+1

)

𝐷𝑡 −

1
2𝑘+1

)
∑𝑡+𝑘 (
𝛽𝐷𝑖
𝑖=𝑡−𝑘

𝛽𝐷𝑖 −

(∑

1
2𝑘+1

𝑡−1
𝑖=𝑡−𝑘

(∑

𝑡+𝑘
𝑖=𝑡−𝑘

)

𝐷𝑖 −

𝛽𝐷𝑖

𝑡+𝑘
∑

))2 )

using (12)

𝐷𝑖

𝑖=𝑡+1

⏟⏟⏟
= √
1
2𝑘

(

from the future

∑𝑡+𝑘 (
𝑖=𝑡−𝑘

𝐷𝑖 −

1
2𝑘+1

(∑

𝑡+𝑘
𝑖=𝑡−𝑘

𝐷𝑖

))2 )

⎤
⎡
⎥
⎢
𝑡+𝑘
)
(∑
∑
⎥
⎢( 2𝑘 )
𝑡−1
𝐷𝑖 ⎥ (2𝑘 + 1)
𝐷 −
⎢ 2𝑘+1 𝐷𝑡 −
𝑖=𝑡−𝑘 𝑖
𝑖=𝑡+1
⎥
⎢
⏟⏟⏟ ⎥
⎢
⎣
from the future⎦
=
√ (
)
∑𝑡+𝑘
2
2𝑘
𝐷
𝑖=𝑡−𝑘 𝑖
⎛⎡
⎤⎞
⎜⎢
⎥⎟
𝑡+𝑘
)
(∑
∑
⎜ ⎢( 2𝑘 )
⎥⎟
𝑡−1
𝐷
𝐷
−
⎜ ⎢ 2𝑘+1 𝐷𝑡 −
𝑖 ⎥⎟
𝑖=𝑡−𝑘 𝑖
⎜⎢
𝑖=𝑡+1
⎥⎟
(
) ⎜⎢
⏟⏟⏟ ⎥ ⎟
from the future⎦ ⎟
2𝑘 + 1 ⎜ ⎣
=
√
√
⎜
⎟
√
𝑡+𝑘
2𝑘 ⎜
⎟
∑
√∑𝑡
√
2
⎜
⎟
𝐷𝑖2
√ 𝑖=𝑡−𝑘 𝐷𝑖 +
√
⎜
⎟
𝑖=𝑡+1
√
⎜
⎟
⏟⏟⏟
⎟
⎜
from the future
⎜
⎟
⎝
⎠
For “small” values of 𝐷𝑖 , however, supposing that 𝑘 = 1 and using the MacLaurin expansion,
we can see that the negative linear effect dominates and so increases in 𝐷𝑡+1 decrease the value
of ℤ𝑋𝑡 . While the effect on our normalized time series is evident for either 𝐷𝑖 large or small,
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the overall effect of future information is unclear. Under the assumption of a linear coincident
relationship between moods and markets, a change in our future information has a non-linear effect
on our locally normalized mood time series. To see if our linear ARDL models can detect this,
we run a Monte Carlo simulation in which: 𝛽 ∼ 𝑃 𝑜𝑖𝑠𝑠𝑜𝑛 {10}, 𝑘 = 3 and 𝜖𝑡 ∼ 𝑁 (0, 1). We
generate 𝐷𝑡 and 𝑋𝑡 1000 times according to the above assumptions. Then, we normalize our mood
time series 𝑋𝑡 according to the formula specified in Bollen et al. [2011a]. We use the Granger
causality test on the first and second lags of mood as in TMP. We should find that our p-values are
uniformly distributed in [0, 1] for the underlying mood time series Granger causality tests. However,
if our local normalization takes in information from the future in a way detectable by our ARDL
regression models, then our p-values for Granger causality tests on the normalized mood time series
should not be uniformly distributed.
In the simulation, shown in Figure 2.3, our locally normalized time series have a significant
first lag with the DJIA differences; the average significance is less than 0.01% and nearly all of the
p-values are significant at 5%. Less than 1% of the time we expect to achieve results insignificant
at the 5% level despite the fact that the underlying time series has no ability to predict the DJIA.
We can also see that our statistical tests correctly find that our underlying mood time series, which
does not cause the differenced DJIA series by construction, does not Granger cause market price
increases.
We can see that while this simulation provides an example in which our local normalization is
fatal for inference on the underlying time series, the relationship we have assumed between markets
and mood does not, on average, lead to Granger causality tests replicating TMP’s p-value pattern.
On average, our tests find that both the first and second lag are significant, rather than just the second
lag. Is it possible for the underlying relationship between moods and stocks to be such that, when
locally normalized, the information content of mood appears to “skip a day” as it does in TMP’s
2nd plot?
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Boxplots of p−values from Granger causality tests

Figure 2.2: This figure contains the box plot of p-values derived from 1000 Granger causality tests on the first and first two lags of locally
normalized mood times (the two leftmost plots) and the underlying mood time series (the two rightmost plots) simulated according to
(12). Notice that while our Granger causality tests correctly discover that the p-values of the underlying mood time series are uniformly
distributed, our tests find that the locally normalized mood time series Granger cause stock market increases. While this shows that the
local normalization procedure in TMP can lead to misidentification of Granger causality, because our Granger causality tests finds only
the first lag significant and TMP does not report a significant first lag, collective mood is unlikely to have come from a stochastic process
resembling (12).

p−value from Monte Carlo simulation
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Monte Carlo results: Granger causality test on first lag of locally
normalized mood time series

Figure 2.3: This figure contains the p-values of 1000 Granger causality tests on the first lag of our locally normalized mood time series
simulated from (12) and ordered from least to greatest. All of the points below the red line are statistically significant at the 5% level.
The vast majority of Granger tests report that locally normalized mood Granger causes the stock market even though the underlying time
series, by construction, does not.

p−value

2.4.2

Monte Carlo Simulation 2: Hedonic Treadmill

We turn to theory to help narrow our search for a functional relationship between equity market
behavior and collective mood that could explain the p-values presented in TMP. Kahneman [2000]
points out that most people’s individual mood is on a “hedonic treadmill.” This means that one’s
subjective mood state is determined not by our absolute level of wealth or even by recent changes in
wealth but by deviations above or below our expectations of wealth. We assume that the composedanxious axis CALM measurements function similarly to self-reported measures of individual subjective well-being referenced by Kahneman. In this case, since the stock market has an expected
change of near zero each day, Gilbert and Karahalios [2010] suggest that significant deviations
above or below the expected daily change should affect the stock market. Based on their work, we
conjecture the following functional form for the relationship between the stock market and mood:
)
(
𝑋𝑡 = 𝑓 ∇𝐷𝑡 + 𝜖𝑡
where 𝑓 is increasing in its argument and ∇, as usual, is our difference operator. Recall that:
∇𝐷𝑡 = 𝐷𝑡 − 𝐷𝑡−1 = 𝐷𝐽 𝐼𝐴𝑡 − 2𝐷𝐽 𝐼𝐴𝑡−1 + 𝐷𝐽 𝐼𝐴𝑡−2 , or a measure of what Gilbert and Karahalios
[2010] describe as stock market “acceleration”. In this essay we assume that 𝑓 is analytic so that
we can always linearize it for small changes in ∇𝐷𝑡 :

𝑋𝑡 = 𝛽∇𝐷𝑡 + 𝜖𝑡
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(2.13)

where 𝛽 ∈ ℝ+ . For simplicity we drop our 𝜖𝑡 for the rest of our calculations. We have normalized
time series:
𝑋𝑡 −

1
2𝑘+1

(∑
𝑘

𝑋
𝑡=−𝑘 𝑡

)

(
)
𝜎 𝑋−𝑘 , 𝑋−𝑘+1 , … , 𝑋𝑘−1 , 𝑋𝑘
(∑
)
𝑘
1
𝛽∇𝐷𝑡 − 2𝑘+1
𝛽∇𝐷𝑡
𝑡=−𝑘
= √ (
) using (3)
(
(
))
2
∑𝑡+𝑘
∑𝑡+𝑘
1
1
𝛽∇𝐷𝑖 − 2𝑘+1
𝛽∇𝐷𝑡
𝑖=𝑡−𝑘
𝑖=𝑡−𝑘
2𝑘

ℤ𝑋𝑡 =

)
1 (
𝐷𝑡+𝑘 − 𝐷𝑡−𝑘−1
∇𝐷𝑡 − 2𝑘+1
= √ (
) using telescoping sum
(
)
2
∑𝑡+𝑘
(𝐷 −𝐷 )
1
∇𝐷𝑖 − 𝑡+𝑘2𝑘+1𝑡−𝑘−1
𝑖=𝑡−𝑘
2𝑘
∇𝐷𝑡 −

= √
1
2𝑘

1
2𝑘+1

(
∑𝑡+𝑘 (
𝑖=𝑡−𝑘

)
(
𝐷𝑡+𝑘 − 𝐷𝑡−𝑘−1

𝐷𝑖 − 𝐷𝑖−1 −

(𝐷𝑡+𝑘 −𝐷𝑡−𝑘−1 )

)2 )

2𝑘+1

We can see that, under this specification, information from only 𝑘 days in the future enters the
normalization in the numerator, which will systematically affect ℤ𝑋𝑡 for small values of 𝐷𝑖 . If BMZ
chose 𝑘 = 2, then we would obtain:
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ℤ𝑋𝑡

⎞
⎛
(
)
⎟
⎜
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= ⎜2 √(
⎟
))
⎜
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⎟
⎜
𝑖=𝑡−2
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⎠
⎝
(
)
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5
5
(
)
𝐷𝑡 − 𝐷𝑡−1 − 15 𝐷𝑡+2 − 𝐷𝑡−3
= 2 √(
))
∑𝑡+2 ( 2
2
𝐷
−
𝐷
𝐷
+
𝐷
𝑖 𝑖−1
𝑖
𝑖=𝑡−2
𝑖−1
linear effects from the future dominate other future terms

= 2 √(

𝐷𝑡 − 𝐷𝑡−1 −

1
5

⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞
)
(
𝐷𝑡+2 − 𝐷𝑡−3

))
(∑
( 2
)
𝑡+2
2
2
2
2
2
𝐷𝑡+2 + 2 𝐷𝑡+1 + 𝐷𝑡 + 𝐷𝑡−1 + 𝐷𝑡−2 + 𝐷𝑡−1 −
𝐷𝐷
𝑖=𝑡−2 𝑖 𝑖−1

(2.14)

Our analysis of the 𝐷𝑡+2 term is the same as our future terms in the previous section, small
increases in 𝐷𝑡+2 will increase ℤ𝑋𝑡 (fixing all terms 𝐷𝑖≠𝑡+1 ≈ 0). On the other hand, for small
changes 𝐷𝑡+1 , fixing all other terms 𝐷𝑖≠𝑡+1 ≈ 0, our Taylor expansion gives no linear term; thus
the magnitude of linear changes in 𝐷𝑡+2 on ℤ𝑋𝑡 is larger in this case than for 𝐷𝑡+1 . This means it is
possible, for an appropriate underlying distribution of 𝐷𝑡 and specification of 𝑓 for information to
appear to “skip a day” in our Granger causality analysis.
This inspires the Monte Carlo simulation in which, letting 𝛽 ∼ 𝑃 𝑜𝑖𝑠𝑠𝑜𝑛 {10},33 𝑘 = 2 and
𝜖𝑡 ∼ 𝑁 (0, 1), we generate 𝑋𝑡 1000 times according to the above assumptions. As usual, 𝐷𝑡 is from
an i.i.d. normal. Then, we normalize our mood time series 𝑋𝑡 as in TMP. We use the Granger
causality test on the first and second lags of mood as in TMP. Again, we should find that our pvalues are uniformly distributed in [0, 1] for the underlying mood time series Granger causality
tests. However, if our local normalization takes in information from the future in a way detectable
33 The

calculations in (14) suggest that 𝛽 does not matter. Without noise, it does not. However we must use (13)
without dropping our 𝜖𝑡 term to avoid multicollinearity in our post-simulation Granger causality analysis. In this case,
we cannot factor 𝛽 out of the denominator. Simulations suggest that larger 𝛽 terms make the second lag easier to detect.
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by our ARDL regression models, then our p-values for Granger causality tests on the normalized
mood time series should not be uniformly distributed. Our results are shown in Figure 2.4.
As our calculations in (14) suggest, the locally normalized time series can detect Granger causality for the first and second lag collectively, but not for the first lag by itself. In this case, 64% of the
time the Granger causality test indicates our first and second lag are collectively significant at the
5% level, compared with 5% of the time for the first lag. More than half of the time our normalized
mood time series will have the properties ascribed to it by BMZ without the underlying time series predicting the stock market. Thus, one explanation for the linear test results in TMP, in which
information in Tweets appears to skip a day, could be that BMZ used the local normalization and
that their CALM time series is a function of stock market “acceleration”.lying mood time series
Granger causality tests. However, if our local normalization takes in information from the future
in a way detectable by our ARDL regression models, then our p-values for Granger causality tests
on the normalized mood time series should not be uniformly distributed. Our results are shown in
Figure 2.5.

2.5

Lots of Computation but Not Much Science: Future Work

If you torture the data long enough, it will confess.
ATTRIBUTED TO NOBEL L AUREATE RONALD COASE

BMZ conclude their essay:
...future research may need to take into account social and cognitive effects in which
individual agents are endowed with the ability to learn from past experiences and can
adjust their behavior accordingly. The investigation of such phenomena in online social
networking environments is part of an exciting new research front commonly referred
to as “computational social science”.
Bollen et al. are researchers in fields in which the number of labeled and unlabeled data points can
range into the trillions. In this context, a mood model that estimates 964 co-occurrence weights
between n-grams and the POMS-Bi before scoring a corpus is sparse. Unfortunately, empirical
42
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Boxplots of p−values from Granger causality tests

Figure 2.4: This figure contains the box plot of p-values derived from 1000 Granger causality tests on the first and first two lags of locally
normalized mood times (the two leftmost plots) and the underlying mood time series (the two rightmost plots) simulated according to
(13). Notice that while our Granger causality tests correctly discover that the p-values of the underlying mood time series are uniformly
distributed, our tests find that the second lag of the locally normalized mood time series Granger causes stock market increases. The
average p-value pattern generated in this figure matches the p-value pattern reported in TMP in the sense that the first lag is insignificant
but the second lag is significant, suggesting that Twitter mood information somehow skips a day before being reflected in stock prices.
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44
0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0

500

750

p−values ordered from least to greatest

250

●
●
●

●

●

●

●

1000

●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●

Monte Carlo results: Granger causality test on first and second lag of locally
normalized mood time series

Figure 2.5: This figure shows the p-values from 1000 Granger causality tests on the first two lags of the locally normalized collective
mood time series. Points below the red line are statistically significant at the 5% level. In other words, even when collective mood has no
predictive power for stock prices, if the stochastic process generating mood is given by (13) and collective mood is normalized according
to the procedure shown in TMP, more than half of the time our simulation will generate p-values similar to those shown in TMP.

p−value

asset pricing at daily timescales is still a “small” data problem for which the risk of overfitting
complex text analysis algorithms is high. BMZ conduct their entire time series analysis over a
period of less than 200 days. If the number of tokens in the text they analyze varies sufficiently,
then by an elementary theorem in linear algebra they could choose these co-occurrence weights to
match the in-sample data exactly. Given this possibility, the extremely high market predictability
BMZ discover is unsurprising.
The groundwork by Pav [2012a] motivated a closer look at the inferential strategy used in TMP.
In the big data regime, multiple comparison adjustments are a must. Without them, we can expect
the number of spurious correlations reported in the literature to skyrocket. We found that the market
predictability results in TMP almost certainly yield an EMH-violating market timing strategy under
realistic assumptions on the risk-free rate and transaction costs. We found that any reasonable
adjustment for the multiple comparison bias in TMP eliminated all of the significant results in the
linear time series section. We found that the local normalization strategy used in TMP is another
potential source of error in inference.
We conclude our investigation of the Twitter mood effect by echoing Kuleshov [2011], who
writes:
The methodology problems of Bollen et al., and the fact that several groups were unable
to replicate their accuracy raise serious concerns about the validity of these authors’
results. Given the boldness of their claims, I believe they ought to either publish their
methods and their code, or withdraw these claims.
In future work, we will attempt to replicate the Twitter “calm”-ness effect in-sample.
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Applications of Machine Learning in Forecasting
Regressions: Boosting United States and Japan
Abstract
Does applying machine learning on large datasets yield accurate recession forecasts? This paper
applies boosting, considered one the best off-the-shelf classifiers in machine learning, to forecasting recessions in the United States and Japan. Instead of forecasting recessions with one or a few
predictors, we utilize large macroeconomic datasets and use boosting to select the most predictive variables and perform prediction. We investigate if a large predictor set, specifically the 132
monthly predictors from Stock and Watson [2005], combined with boosting can forecast recessions
better than the best logit model in the United States. We then look ouside of the United States to see
if a similarly large predictor set in Japan predicts recessions better than the best logit model. We find
that while boosting outperforms the best logit model in-sample, boosting actually performs worse
than the best logit model in the United States and Japan out-of-sample. By carefully selecting a
smaller dataset that consists of leading indicators, we are able to boost a small dataset that performs
better than boosting the large dataset. Our general finding reiterates the parsimony principle, that
simpler models often outperform more complex models.
C LASSIFICATION:
K EYWORDS:
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3.1

Introduction

In today’s world where economists have access to big data, we are curious if more data can lead to
more accurate recession forecasts. While more data should theoretically allow for more accurate
forecasting models, Occam’s Razor and the parsimony principle suggests that simpler models often
better explain phenomenon than more complicated models. Thus, we look to settle this debate by
applying machine learning on large datasets to forecasting business cycle turning points. We are
motivated to study business cycle turning points and recessions because better understanding how
to forecast recessions may provide policymakers information ahead of time to mitigate the severity
of recessions through early adoption of expansionary policy.
We are specifically interested in the machine learning algorithm boosting, considered the best
off-the-shelf classifier. Boosting has applications from spam detection to page ranking for search
engines and has only recently been making its way into economics. The power of boosting lies
in its ability to combine weak learners – rules of thumb that can predict only slightly better than
chance – into a strong learner that can classify significantly better. For example, our initial weak
learner classifies the current state of an economy as a recession if unemployment rate is above 10%
, otherwise classify the state of the economy as not in a recession. Boosting initially weighs all
observations equally and observations that were classified incorrectly (e.g the months where there
is a recession when unemployment rate is below 10%, thus violating our initial weak learner) are
weighted even more heavily. Additional rules of thumbs (e.g. classify economy as a recession if
consumer confidence index is below 50, otherwise not in a recession) are introduced and aim to
correct for these previous misclassifications. The output of boosting combines these rough rule of
thumbs into a highly accurate prediction rule.
Ng [2014] introduces boosting as a way to forecast recessions and applies boosting to predict
U.S. recessions 3, 6, and 12 months in advance. Ng [2014] finds that boosting provides valuable
information on which variables are the strongest predictors at specific time horizons. Ng also finds
that boosting allows for the composition of predictor sets to change over time. We hypothesize
that allowing the composition of predictors to change will allow boosting to take into account the
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changing nature of business cycles and the fact that no two business cycles are alike. Ng [2014]
admits boosting is far from perfect for analyzing recessions as the model presented in the paper
misses recessions and produces false positives. However, Ng does not evaluate how much worse
(or better) boosting does relative to other methods that forecast recessions. In our paper, we fill in
this gap and benchmark boosting’s ability.
Boosting has been shown to be effective at variable selection [Zeng, 2014] and to forecast
macroeconomic variables such as industrial output [Buchen and Wohlrabe, 2011], but not a lot
of work has been done on investigating boosting’s ability to forecast recessions and whether or not
there are gains from incorporating big datasets in recesion forecasting. Berge [2014] finds that a
non-linear and linear specification of boosting in a small dataset of 20 macroeconomic variables
outperforms the best logit model in forecasting recessions. His finding motivates us to try boosting
a even larger dataset in the United States and to investigate boosting’s merits or drawbacks in forecasting recessions outside of the United States. Limited work has been done on applying boosting
to large datasets outside of the U.S. because gathering these datasets are not readily available and
constructing these datasets are tedious. The one exception is Wohlrabe and Buchen [2014] who
apply boosting to forecasting macroeconomic variables in Germany and the Euroarea, though not
looking specifically at recessions like we do. We turn our attention to Japan because there is a
wealth of macroeconomic data since the 1970s and because of the prevalence of recessions since
the 1970s.
While boosting outperforms the best logit model in-sample for the U.S., we find that forecasting
with boosting out-of-sample using the Stock and Watson [2006] 132 predictor set actually performs
worse than the best logit model in the United States at the 3, 6 and 12 month horizon. Similarly,
we also find that boosting a large dataset in Japan that mimics that of the Stock and Watson [2005]
dataset predicts well in-sample but worse out-of-sample compared to the best logit model. We
find that the main reason why boosting does relatively worse out-of-sample than the best logit
model is that boosting tends to overfit on the training data thereby incorporating weak predictors
and diluting the predictive power of the strongest predictors. Our finding reiterates the parsimony
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principle, that simpler is often better and that parsimony is especially important for forecasting
recessions because if a model incorporates even a slight amount of noise, the consequences could
be inaccurate forecasts. Boosting may perform poorly forecasting recessions because of the small
number of observations of distinct recessions but we hesitate to extrapolate this conclusion to all
other forecasting exercises.
The paper is organized as follows. Section 2 reviews the literature on predicting recessions in
the United States and Japan as well as methods used for predicting recessions. Section 3 details the
methods used in forecasting recessions in our paper, notably explaining how boosting works. Section 4 discusses the dataset used for both Japan and United States as well as our evaluation criteria
for comparing different classification models. Section 5 explores the in-sample and out-of-sample
forecasting performance of boosting in the United States to evaluate boosting’s performance. Section 6 applies the empirical analysis in the previous section but to Japan. Section 7 concludes with
discussion and further work that can be done.

3.2
3.2.1

Related Work
Predicting U.S’s Recessions

Recession dating in the U.S. starts with Burns and Mitchell [1946] and the tedious and manual
search of leading indicators and coincident indicators by looking at the co-movement of economic
variables. These indicators were used to inform the National Bureau of Economic Research’s
(NBER) understanding of business cycles and ultimately used to date recessions and expansions
and were influential in forecasting recessions. The NBER Business Cycle Dating Committee officially dates business cycle turning points in the United States. Stock and Watson [1989] revised the
indexes that Burns and Mitchell [1946] constructed and created an index of Leading Economic Indicators (LEI), Coincident Economic Indicators (CEI) and a Experimental Recession Index (XRI)
that were very similar to the NBER’s index of leading and coincident indicators. We note that our
research is fundamentally looking at forecasting recession given the NBER’s classification of the
53

economy as a recession (𝑌 = 1) or expansion (𝑌 = 0) and thus treat the NBER turning point dates
as a gold standard.
Much of the attempts to forecast recessions rely on one or a few predictors. The term structure
of treasury yields–defined as the 10 year Treasury Bond - 3 month Treasury Bill Spread–is shown
to have strong predictive power of U.S. recessions up to eight quarters or two years into the future
[Estrella and Hardouvelis, 1991, Estrella and Mishkin, 1998]. Additionally, stock prices [Estrella
and Mishkin, 1998], Stock and Watson [1989]’s index of the Leading Economic Indicator (LEI),
the credit market [Levanon et al., 2011], and sentiment [Christiansen et al., 2013] are predictive of
U.S. recessions. Liu and Moench [2014] finds that balances in broker-dealer margin accounts can
improve recession predictions. Ng [2014] also finds that employment and interest rate measures
are also strongly predictive and that AAA Corporate Bond - Federal Funds spread, a measurement
of credit and liquidity risk, are the strongest predictor 3 and 6 months ahead whereas the 5 year
Treasury Bond - Federal Funds spread is the most predictive 12 months in advance. Ng [2014]
finds that the predictive power of spreads are often recession specific.
Ng and Wright [2013] argue that forecasting recessions are inherently difficult because of evidence that business cycles facts in the U.S. have changed in the last 2 decades. Ng and Wright
describe how business cycles of the 1970s and 1980s were due to supply side shocks whereas the
recessions in 1990-1992, 2001, and 2008-2009 originated from the financial sector. The authors
conclude that the ability of predictors to predict recessions are episodic. The finding by Ng motivates our study of boosting because of boostings ability to select different variables over time and
thus we hypothesize that boosting should outperform univariate models which rely only on one
predictor. Estrella and Mishkin [1998], however, warns of “overfitting” and that including more
predictors may hurt rather than help forecasting out-of-sample. Hence, Estrella and Mishkin [1998]
advocates for predicting with just simple financial indicators like interest rates, spreads, stock prices
and money aggregates. We seek to understand if boosting suffers from “overfitting” or if boosting
can perform better than incorporating just simple financial indicators.
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3.2.2

Predicting Japan’s Recessions

Bernard and Gerlach [1998] summarizes how well the term structure of interest rates predicts recessions in Japan, Belgium, Canada, France, Germany, Netherlands, UK, and the U.S. The predictive
power of the term structure is found to helpful in all countries except Japan as predicting recessions
in Japan with the term structure has the lowest 𝑅2 of all the countries. Bernard notes that this is
likely because of tight regulation of Japanese financial markets earlier on, which limited the role
of market expectations in determining interest rates or because Japan had fewer and shallower recessions than the other countries. Hirata and Ueda [1998], however, finds that during the period
between the free interest rate movements and the publiciation of the paper in 1998, the yield spread
did in fact predict recessions in Japan and that other financial variables such as monetary aggregates,
stock price also seem to predict recessions. Hirata and Ueda [1998] are cautious of their findings
due to the limited sample size. Hasegawa and Fukuta [2011] updates the literature by exploring
the predictive power of the yield spreads before and after the structural break in Japanese growth in
1996. The authors find that while the yield spreads are predictive of recessions prior to the growth
break in 1996, after 1996 the yield spread is not predictive. The majority of the forecasting literature in Japan has focused on the predictive power of 1 or a few variables, thus we explore boosting
a large dataset and understanding the predictive merits of such a model.

3.2.3

Forecasting Recession Methods

Stock and Watson [1994] surveys 49 univariate forecasting models and other pooling forecasting
methods of 215 U.S. macroeconomic time series variables from 1959 - 1996, finding that the autoregression does the best. However, this “horse race” paper does not cover how well these different
methods forecast recessions. We review different methods used specifically in forecasting recessions.
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Logit and Probit
Probit or logit is often used for forecasting recessions as Hirata and Ueda [1998] , Liu and Moench
[2014], Bernard and Gerlach [1998], Hasegawa and Fukuta [2011] and many other studies use
logit or probit to predict recessions. We do not consider other binary prediction models such as the
linear probability model because of the well documented drawbacks highlighted in Horrace and
Oaxaca [2006]. Kauppi and Saikkonen [2008] extends the simple probit model to a dynamic probit
model that incorporates lags of explanatory variables and recessionary dummies and produced
mixed results. Ng [2014] takes a similar approach by lagging explanatory variables in the boosting
model used. Because of the ubiquity of logit and probit models, we will use the best logit model
as our benchmark against our boosting models. In this paper, we use logit instead of probit due to
probit’s longer computation time of calculating the Maximum Likelihood Estimate.
Boosting
Boosting in theory makes for a better classifier than logit because boosting can take into account
more variables than a simple logit model, account for nonlinearity, and train and forecast in a computationally reasonable time. Bai and Ng [2009] discover that boosting as a means to select predictors from a large dataset can perform quite well. Ng [2014] applies boosting on 132 macro time
series to predict recessions in 610 months from 1961-3-01 to 2011-12-01. When forecasting 3
months in advance and using 4 lags, there becomes 532 predictors. When forecasting 3 months in
advance and using 12 lags, there are 1596 predictors. Picking by hand which variables to include
into the forecasting model would be tedious and computationally intensive, however boosting is
able to automatically select which variables are most predictive in its model. While there is no economic theory that goes into a model like boosting, the variables the author found match economic
theory and the literature in forecasting recessions. Berge [2014] continues the literature by applying boosting to 20 variables consisting of the slope, level and curve of the yield curve as well as
other real economy and financial variables. Berge compares boosting with other models and finds
that a non-linear variation of the boosting technique to have the best performance when forecasting
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recessions. It should be noted that Berge [2014] finds the gains from the boosting models relative
to the best univariate models are relatively small. Since Ng [2014] does not benchmark her boosting method on her large dataset like Berge [2014] does, we look to quantify and evaluate how well
Ng’s boosting method performs. Furthermore, we extend Ng [2014] analysis to Japan to see if the
predictive variables in the U.S. are the same in Japan.
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3.3

Methodology

We explain in more detail how the boosting algorithm works and how we will apply the method
to forecasting recessions in the U.S and Japan. For 𝑡 = 1, .., 𝑇 , we define 𝑌𝑡 = 1 if month 𝑡 is a
recession and 𝑌𝑡 = 0 if month 𝑡 is not in a recession as defined by the NBER for the United States
or the OECD for Japan. We define the predictor set as 𝑥𝑡−ℎ = (𝑥1,𝑡−ℎ , ..., 𝑥𝐾,𝑡−ℎ )′ where 𝐾 is the
number of predictors and ℎ is the forecasting horizon. When we forecast 𝑌𝑡 we assume to observe
𝑥𝑡−ℎ−1 as opposed to 𝑥𝑡−ℎ because some of the data we use are not released until 2-3 weeks into the
month.

3.3.1

Logit

Logit assumes that log odds ratio of 𝑌𝑡 is a random function of 𝑥𝑡 .

log

𝑃 (𝑌𝑡 = 1|𝑥𝑡−ℎ−1 )
= 𝑓 (𝑥𝑡−ℎ−1 , 𝜃)
𝑃 (𝑌𝑡 = 0|𝑥𝑡−ℎ−1 )

𝑃 (𝑌𝑡 = 1|𝑥𝑡−ℎ−1 ) =

exp(𝑓 (𝑥𝑡−ℎ−1 , 𝜃)
1 + exp(𝑓 (𝑥𝑡−ℎ−1 , 𝜃)

(3.1)

(3.2)

where 𝜃 is the model parameters and ℎ denotes forecast horizon, 𝑥𝑡−ℎ−1 is defined just as before. We assume a linear relationship between the covariates and the outcome variable such that
𝑓 (𝑥𝑡−ℎ−1 |𝜃) = 𝑥𝑡−ℎ−1 𝛽. We calculate the estimate 𝛽̂ and predict the probability of of 𝑌𝑡 using maximum likelihood estimation or software such as R’s glm package and specifying a Bernoulli loss
function and using logit as the link.

3.3.2

Boosting

In this section, we explain how AdaBoost Schapire [1999], the algorithm that began the boosting
literature, works. We then discuss how AdaBoost can be generalized and solved using gradient
descent to create a generalized Gradient Boost technique that we ultimately apply using R’s GBM
package. The following sections borrow heavily from the explaination of Berge [2014], Ng [2014].
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AdaBoost
AdaBoost is an algorithm that combines weak learner classifiers–rules of thumbs that perform only
slightly better than random guessing – to form strong learners that classify substantially better than
weak learners on their own. Stronger learners are defined as a classifier 𝑓 (𝑥) that has an error rate
𝐸𝑅𝑅𝑂𝑅 = 𝐸[1(𝑓 (𝑥) ≠ 𝑌 ] that is arbitrary small such that 𝑃 (𝐸𝑅𝑅𝑂𝑅 < 𝜖) ≥ 1 − 𝛿 for all
𝛿 > 0, 𝜖 > 0. Weak learners are defined as having 𝐸𝑅𝑅𝑂𝑅 such that there exists 𝛾 > 0 such
that 𝑃 (𝐸𝑅𝑅𝑂𝑅 < 1∕2 − 𝛾) ≥ 1 − 𝛿 . Schapire [1990] finds that weak learners, regardless of
distribution, can be boosted to become a strong learner with high accuracy.
Because we utilize the sign function sign(X) which returns 1 or −1 depending on the sign of 𝑋,
we define 𝑦𝑡 = 2𝑌𝑡 − 1 such that 𝑦𝑡 = 1 if there is a recession and 𝑦𝑡 = −1 if there isn’t a recession.
A sketch of the AdaBoost algorithm is given in Algorithm 1.
Algorithm 1: Discrete AdaBoost Schapire [1999]
1. Initialize observation weights 𝑤𝑡 = 1∕𝑇 , 𝑡 = 1, 2, ..., 𝑇 and 𝐹0 (𝑥) = 0
2. For 𝑚 = 1 to 𝑀 ∶

(a) Find 𝑓𝑚 (𝑥) from the set of candidate models to minimize the weighted error:
𝜖𝑚 =

𝑇
∑

𝑤(𝑚)
𝑡 1(𝑦𝑡 ≠ 𝑓𝑚 (𝑥𝑡 ))

𝑡=1

(b) If 𝜖𝑚 < 0.5, update 𝐹𝑚 (𝑥𝑡 ) = 𝐹𝑚−1 (𝑥𝑡 ) + 𝛼𝑚 𝑓𝑚 (𝑥𝑡 |𝜃) and calculate the updated weights:
𝑤(𝑚+1)
𝑡

𝑤(𝑚)
𝑡
=
𝑒𝑥𝑝(−𝛼𝑚 𝑦𝑡 𝑓𝑚 (𝑥𝑡 ; 𝜃)
𝑍𝑚

√
1−𝜖
where 𝑍𝑚 = 2 𝜖𝑚 (1 − 𝜖𝑚 ) and 𝛼𝑚 = 12 𝑙𝑜𝑔( 𝜖 𝑚 )
𝑚

3. Return classifier 𝑠𝑖𝑔𝑛(𝐹𝑀 (𝑥))
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Here, 𝑀 is the total number of iterations, 𝑇 is the total number of observations, 𝜖 is the error
∑𝑁
rate, 𝑦𝑡 = {−1, 1}, 𝑍𝑚 is a normalizing factor optimally chosen such that 𝑛=1 𝑤(𝑚+1)
=1
𝑡

At step 1, we must select the weak learner 𝑓𝑚 (𝑥) which is a function parameterized by 𝜃 and
maps features of 𝑥 into the class labels 𝑦𝑡 = {−1, 1}. For example, 𝑓𝑚 (𝑥) could be a decision stump
that assigns 𝑦𝑡 = 1 if 𝑥 ≥ 𝜃 or that predicts a person as a male or female based on their height as
seen in Figure 3.1.
Figure 3.1: Example of Decision Stump for Determining Male or Female1

Step 2(a) calculates the error rate of each of the weak learner and selects the model that yields
the lowest weighted error. Furthermore, AdaBoost specifies in step 2(b) that 𝜖𝑚 < 0.5, otherwise
𝑒𝑚 ≥ 0.5 the classification ability is < 0.5 implying the weak learner is as worse than random
guessing which would disqualify the learner from being a weak learner as defined earlier.
In step 2(b), the weak learner that minimizes the weighted error from 2(a) is added to the
stronger learner. The magic of boosting happens with the reweighting that takes place in 2(b),
noting that:
𝑤(𝑚+1)
𝑡

𝑤(𝑚)
= 𝑡
𝑍𝑚

⎧
⎪𝑒𝑥𝑝(−𝛼𝑚 ) 𝑦𝑡 = 𝑓𝑚 (𝑥𝑡 |𝜃)
⎨
⎪𝑒𝑥𝑝(𝛼 )
𝑦𝑡 ≠ 𝑓𝑚 (𝑥𝑡 |𝜃)
𝑚
⎩

Since if 𝑦𝑡 ≠ 𝑓𝑚 (𝑥𝑡 , 𝜃) then the resulting value must be −1 thus making the weight 𝑒𝑥𝑝(−𝛼 ∗ −1) =
𝑒𝑥𝑝(𝛼). Note that 𝑒𝑥𝑝(𝛼) > 1 and 𝑒𝑥𝑝(−𝛼) < 1. Thus, cases where the weak learner misclassifies
on an observation 𝑡, the weight is increased (since 𝑒𝑥𝑝(𝛼) > 1) whereas observations where the
1 For

all practical purposes, say ℎ𝑡 = 70 inches and ℎ𝑒𝑖𝑔ℎ𝑡 ≥ 70 inches would lead to a classification of a person as
a male, otherwise, female.
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classification is correct the weight is decreased (since 𝑒𝑥𝑝(−𝛼) < 1). Because of the reweighting
scheme, the algorithm forces the classifier to train on misclassified observations 𝑡 by increasing the
weight at 2(b).
After 𝑀 iterations, step 3 returns either −1 or 1 depending on the sign of the strong learner.
Ng [2014] gives a toy example in the appendix of her paper to illustrate how Adaboost would
apply to forecasting recessions 3 months ahead in the 12 months in 2001. We briefly summarize
below.
At the initial iteration, we assign equal weight 𝑤1 = 1∕12 for all twelve months in 2001. We
also set our weak learners as decision stumps. At the first iteration 𝑚 = 1, the decision stump that
minimizes the classification error classifies as follows
⎧
𝐻𝑊 𝐼 < −0.44
⎪1
𝑦𝑡 = ⎨
⎪−1 𝐻𝑊 𝐼 ≥ −0.44
⎩
where 𝐻𝑊 𝐼 stands for the help wanted index and where −0.44 is the threshold that minimizes
classification error. We find that the initial weak learner has a error rate (𝜖) of 0.167 calculated
according to 2(a) as the initial weak learner classifies 2 of the 12 months incorrectly so 2 ⋅ 𝑤1 =
) = 0.5𝑙𝑜𝑔( 1−0.167
) = 0.804. Furthermore
2 ⋅ 1∕12 = 2∕12 = 0.167. We calculate 𝛼1 = 0.5𝑙𝑜𝑔( 1−𝜖
𝜖
0.167
the weights are updated in accordance to 2(b) such that the 2 months that were misclassfied now
each have weight 0.25 whereas the other 10 months that were classified correctly each have weight
of 0.05.
After 5 iterations, an example of a stronger learner or a combination of weak learners is:

𝑦̂ = 0.804 ∗ 1(𝐻𝑊 𝐼 < −0.44) + 1.098 ∗ 1(𝑁𝐴𝑃 𝑀 < 49.83) + 0.710 ∗ 1(𝐻𝑊 𝐼 < −0.1)
+ 0.783 ∗ 1(𝑆𝑃 𝑅𝐸𝐴𝐷 > −0.622) + 0.575 ∗ 1(𝑁𝐴𝑃 𝑀 < 47.062)
Where
• 𝑦̂ represents the classifier returned at step 3 and is the ensemble of the 5 weak learners and
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predicts a recession if 𝑦̂ > 0 and not a recession if 𝑦̂ < 0.
• 𝐻𝑊 𝐼 stands for the help wanted index
• 𝑁𝐴𝑃 𝑀 is the number of new orders for manufacturers
• 𝑆𝑃 𝑅𝐸𝐴𝐷 is the 10 year Treasury Bond - Fed Funds Rate spread
• The weights 0.804, 1.098, 0.710, 0.783, 0.575 represent 𝛼𝑚 calculated in Algorithm 1 step
2(b).
Whereas the initial weak learner in the TOY example had a classification error of 0.167, the stronger
learner at the end had a classification error of 0, thus classifying perfectly. Also note that variables
were selected more than once which is permissible in AdaBoost.
AdaBoost in a nutshell initializes and weighs all observations equally, and through each iteration
increases the weight of observations that were classified incorrectly and decreases the weight on
correctly classified observations. As AdaBoost adds additional weak learners, these weak learners
are forced to focus on the misclassified observations. The output of AdaBoost is a classifier that is
boosted by the 𝑀 weak learners and classifies substantially better than an individual weak learner
on its own.
Gradient Boosting
Friedman et al. [2000] draws the connection between AdaBoost and a stage wise additive model
with an exponential loss function, turning a seemingly powerful but unfamilar algorithm in AdaBoost into a familiar statistical concept. A generalized additive model can take the form:

𝐸[𝑦|𝑥1 , 𝑥2 , ..., 𝑥𝑀 ] = 𝛽0 + 𝑓1 (𝑥1 ) + 𝑓2 (𝑥2 ) + ... + 𝑓𝑀 (𝑥𝑀 )
= 𝛽0 +

𝑀
∑

𝑓𝑚 (𝑥𝑚 )

(3.3)
(3.4)

𝑚=1

Where 𝑌 is the outcome variable, 𝑋1 , ..., 𝑋𝑀 are 𝑀 different predictors and 𝑓𝑚 are unspecified
nonparametric functions.
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Thus, AdaBoost can be viewed in the lens of an additive model as follows:

𝐹𝑀 (𝑥) =

𝑀
∑

𝜌𝑚 𝑓𝑚 (𝑥, 𝜃𝑚 )

(3.5)

𝑚=1

Where
• 𝐹𝑀 (𝑥) is the stronger learner
• 𝑓𝑚 (𝑥) is the weak learner at iteration 𝑚
• 𝜌𝑚 is the step-size or the regularization parameter
• 𝑀 is the number of total iterations
• 𝜃𝑚 is the parameter of the weak learner
• 𝑥 is the data
AdaBoost is then the solution to the following loss function with exponential loss:
𝐹̂ (𝑥) = 𝑎𝑟𝑔𝑚𝑖𝑛𝐹 (𝑥) 𝐸[𝐿(𝑦, 𝐹 (𝑥))]

(3.6)

𝐿(𝑦, 𝐹 (𝑥)) = 𝑒𝑥𝑝(−𝑦𝐹 (𝑥))

(3.7)

Friedman [2001] generalizes AdaBoost to Gradient Boosting to take into account other loss functions besides the exponential loss function such as the bernoulli loss function which Ng [2014] uses
in her paper. Furthermore, Friedman [2001] introduces the empirical counterpart to the original
AdaBoost to solve for (3.6) using gradient descent. The gradient boosting algorithm is sketched in
Algorithm 2 and is adapted to take in the time series data we will be using to forecast recessions.
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Algorithm 2: Gradient Boosting Friedman [2001] minimizing 𝐿(𝑦, 𝐹 )
Input: Choice of loss function 𝐿(𝑦, 𝐹 ) , number of iterations 𝑀, choice of functional form
for weak learner 𝑓 (𝑘) for 𝑘 = 1, .., 𝐾, shrinkage factor 𝜌, data (𝑦𝑡 , 𝑥𝑡,1 ...𝑥𝑡,𝐾 )𝑇𝑡=1 where there
are 𝑇 observations and 𝐾 number of covariates
1. Set 𝐹0 to the constant that minimizes empirical loss.
2. For 𝑚 = 1, ..., 𝑀
(a) Compute the negative gradient of the loss function evaluated at the current estimate of
F which is 𝐹̂𝑚−1 . This produces
𝑢𝑚 ≡ {𝑢𝑚,𝑡 }𝑡=1,..,𝑇 = −

𝜕𝐿(𝑦𝑡 ,𝐹 )
𝜕𝐹

|𝐹 =𝐹̂𝑚−1 (𝑥𝑡 ) , 𝑡 = 1, ..𝑇 .

(b) Fit each weak learner 𝑓 𝑘 for 𝑘 = 1, ..., 𝐾 to the current negative gradient vector 𝑢𝑚
(c) Let 𝑓̂𝑚𝑘 be the best fit of 𝑢𝑚 among the 𝐾 weak learners.
(d) Update the estimate of 𝐹 by adding the weak learner 𝑘 to the estimate of
𝐹𝑚 (𝑥) = 𝐹𝑚−1 (𝑥) + 𝜌𝑓̂𝑚𝑘
Where 𝜌 is a predetermined step size
3. Return 𝐹𝑀 (𝑥)

We discuss the inputs for Gradient Boosting. The loss function chosen for Gradient Boosting
can be an arbitrary loss function. For instance, specifying an exponential loss function as in (??)
would lead to solving for the original AdaBoost algorithm. However, if we were looking to solve
a regression problem where the outcome variable is a cardinal variable 𝑌𝑡 = (−∞, ∞) the loss
function could be the squared loss function. 𝑀 is important because the total number of iterations
𝑀 weighs the tradeoff of bias and variance. While Bai and Ng [2009] uses BIC and Berge [2014]
uses Schwarz in determining 𝑀, we use cross-validation to determine 𝑀 as Buchen and Wohlrabe
[2011] find that using the information criteria tends to lead to more overfitting and cross-validation
proves to have more accurate forecasts. 𝜌 is between 0 and 1 and is considered the step size and
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regularization parameter. To follow the work by Ng [2014] we set 𝜌 = 0.01.
At step 1 of Gradient Boosting, we could set our weak learner 𝑓 (𝑘) as a decision stump. Formally
our weak learner as a decision stump would look like
𝑓 𝑘 (𝑥𝑡,𝑘 ) = 𝑐 𝐿 1(𝑥𝑡,𝑘 ≤ 𝜏) + 𝑐 𝑅 1(𝑥𝑡,𝑘 > 𝜏)

(3.8)

where 𝑥𝑡,𝑘 is the macroeconomic variable at time 𝑡 of predictor 𝑘 and belongs to one of two partitions
depending on the value of a data dependent threshold 𝜏. 𝑐 𝐿 and 𝑐 𝑅 are parameters and are typically
the mean of observations in the partition.
Step 2(a) fits each of the 𝐾 weak learners to the negative gradient of the specified loss function
given the current estimate of the strong learner. Step 2(b) searches across all the weak learners to
choose the one that most quickly descends the function space. Step 2(c) updates the strong learner
with the weak learner with the best fit. Note that at each iteration, we update the current strong
learner 𝐹𝑚−1 at each step and add iteratively the best weak learner 𝑓𝑚 but do not update or affect
previous weak learners selected in prior iterations.
Ng [2014] states that the relative importance of predictor 𝑘 can be assessed by how it affects
variation in 𝐹𝑀 (𝑥). To determine the relative importance of predictor 𝑘, Friedman [2001] suggests
using
𝐼𝑘2 =

𝑀
1 ∑ 2
𝑖 1(𝑖𝑑(𝑥𝑚 ) = 𝑘)
𝑀 𝑚=1 𝑚

(3.9)

where 𝑖𝑑(𝑥𝑚 ) is a function that returns the identity of the predictor chosen at stage 𝑚.𝐼𝑘2 signifies the
number of times predictor 𝑘 is selected over 𝑀 iterations weighted by predictor 𝑘’s improvement
∑𝐾
in squared error as given by 𝑖2𝑚 . 𝑘=1 𝐼𝑘2 = 100. Thus variables with higher 𝐼𝑘2 signify higher
importance of the associated variables and variables not selected at all have 0 importance.
Ridgeway [2007] extends the work of Friedman [2001] and Schapire [1999] and develops a
package in R called GBM to implement generalized boosting models. We follow Ng [2014] in
using the GBM package in R in our paper for our boosting models though other alternatives exist2 .
2 For

instance, Berge [2014] uses the R package mboost
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3.4

Data and Evaluation

We discuss the macroeconomic variables used in the United States and Japan to forecast recessions.

3.4.1

United States

In the United States, we use NBER recession dating which does not use the typical definition of
two consecutive quarters of declining GDP to define a recession. Instead the NBER considers many
measures of activity such as the real GDP measured on the product and income sides, economywide employment, and real income. Further, the NBER also look at indicators that do not cover
the entire economy, for instance real sales and the Federal Reserve’s index of industrial production
(IP). We use NBER based Recession Indicators for the United States from the Period following
the Peak through the Trough provided by the Federal Bank Economic Data (FRED) as our formal
definition of a recession.
We use two types of datasets in the United States, one large and one small. For the large dataset,
we use the same standard data that Stock and Watson [2005] and Ng [2014] use to forecast recessions which are 132 monthly U.S. variables but with a longer time horizon from 1959-02-01 to
2014-09-01. We start with 1959-02-01 and end with 2014-09-01 since that’s the period when all
132 variables are available. The 132 monthly variables are split up into 7 groups: Output and
Income, Labor Market, Housing, Consumption Orders and Inventories, Money and Credit, Bond
and Exchange rate. We drop the “Index of Help-Wanted Advertising in the Newspapers” because
the series was discontinued in 1966 and we do not include the lagged NBER recession variable in
our predictor set because the NBER typically do not date recessions until 5-21 months later and
including lagged recession variables in our model would be unrealistic of forecasting in real-time.
Because we omit 2 variables from our predictor set, we use 130 monthly predictors in the U.S.
In the appendix, we illustrate any differences between our dataset and the ones used by Stock and
Watson [2005] and Ng [2014]. We also include the the appendix description of the large dataset of
130 monthly indicators and the transformations done to achieve stationarity.
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For our more parsimonious small dataset, we use 10 predictors from the Conference Board
Leading indicators with slight modifications. The small dataset can be found in Table 3.1. The
Conference Board Leading Indicators and the modifications made can be found in the appendix.
Table 3.1: U.S. Monthly Indicators: Small Dataset
Description
Average weekly hours, manufacturing
Average weekly initial claims for unemployment insurance
Manufacturers’ new orders, consumer goods and materials
ISM® Index of New Orders
Manufacturers’ new orders, nondefense capital goods excluding aircraft orders
Building permits, new private housing units
Stock prices, 500 common stocks
Leading Credit Index
Interest rate spread, 10-year Treasury bonds less federal funds
Average consumer expectations for business conditions
There have been 8 recessions between 1959-04-01 and 2014-09-01, and about 14% of the time
the U.S. has been in a recession during that period. In our training set, from 1959-04-01 to 198508-01, there have been 5 recession. In our out-of-sample from 1985-08-01 to 2014-09-01, there
have been 3 recessions.

3.4.2

Japan

The Economic and Social Research Institute (ESRI) Business Cycle Indicators Committee looks
at coincident indicators to date business cycle turning points in Japan. One method of dating business cycles is using the Bry-Boschan method that formalizes the rules used by the NBER recession
dating commmittee in a computer routine.3 The Organisation for Economic Co-operation and De3 More

on the computer routine can be found in Bry and Boschman [1971]
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velopment (OECD) uses this procedure to identify turning points in business cycles in Japan. To be
consistent with the United States, we specifically use OECD based Recession Indicators for Japan
from the Period following the Peak through the Trough as the recession variable in Japan.
For Japan, we construct a “large” dataset that uses monthly indicators that closely models that of
the standard one used by Stock and Watson [2005]and Ng [2014] for the United States. We select
93 macroeconomics variables collected by the Federal Reserve Economic Data (FRED), Global
Insight Database, Japan’s Cabinet Office, and the Bank of Japan. The variables are broken down
into 10 groups: Export, Import, Trade; Output and Income; Labor Market; Housing; Consumption, Order and Inventories; Money and Credit; Bond and Exchange Rates; Prices; Stock Market;
TANKAN Business Surveys. In total we have 436 variables: 93 macroeconomics variables and
343 TANKAN business surveys that begin in 1975-01-01 and end in 2014-06-01.
We are specifically interested in TANKAN judgment surveys that begin in the 1970s. In the
judgement surveys, enterprises are asked questions broken down by business conditions, domestic
supply and demand conditions for products and services, inventory level of finished goods and merchandise, employment conditions, financial position, and lending attitude of financial institutions.
To give an example, for business conditions, enterprises judge the general business conditions in
light of individual profits as “(1) favorable”, “(2) not so favorable”, or “(3) unfavorable”. For financial position, enterprises rank their judgement of the general cash position on account as “(1)
easy”, “(2) not so tight”, or “(3) tight”. The TANKAN diffusion indices (DI) are then calculated as
the percent share of choice (1) minus the percent share of choice (3). An example is that the business conditions DI is calculated by subtracting the percentage share of enterprises responding “(3)
unfavorable” from that of "(1) favorable”. Since the TANKAN business surveys are given every
quarter, we use linear approximation to convert the quarterly data into monthly data.4
Descriptions of the variables from the large dataset can be found in the appendix as well as the
transformations done to achieve stationarity. In addition, we construct a small dataset of 26 predictors consisting of the 14 leading indicators used by the cabinet office as well as 12 broad TANKAN
4 More

information about TANKAN can be found at the Bank of Japan: https://www.boj.or.jp/
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business survey indicators. Description of the variables from the small dataset can be found in Table 3.2. We include additional information about the small dataset and the transformations of the
small dataset in the appendix.
Table 3.2: Japan Monthly Indicators: Small Dataset
Cabinet Office Leading Indicators
Description
Index of Producer’s Inventory Ratio of Finished Goods: Final Demand Goods
Index of Producer’s Inventory Ratio of Finished Goods: Mining and Manufacturing
New Job offers (Excluding New School Graduates)
New Orders for Machinery at Constant Prices (Excluding Volatile Orders)
Total Floor Area of New Housing Construction Started
Consumer Confidence Index
Nikkei Commodity Price Index (42 items)
Interest Rate Spread (10 Year Gov. Bond - 3 month Interbank Rates)
Newly Issued Government Bonds Yield (10 Years)
Tokyo Interbank Offered Rates(3 Months)
Stock Prices(TOPIX)
Index of Investment Climate (Manufacturing)
Ratio of Operating Profits to Total Assets (Manufacturing)
Sales Forecast D.I. of Small Businesses
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Table 3.3: Japan Monthly Indicators: Small Dataset (continued)
TANKAN Business Survey
Description
Business Conditions, All Enterprises, All industries, Actual result
Business Conditions, All Enterprises, All industries, Forecast
Inven Lvl of Finished Goods Merchandise, Actual result
Inven Lvl of Finished Goods Merchandise, Manufacturing, Actual result
Domestic Supply & Demand , All Enterprises, Manufacturing, Actual result
Domestic Supply & Demand, All Enterprises, Manufacturing, Forecast
Financial Position, All Enterprises, All industries, Actual result
Financial Position, All Enterprises, Manufacturing, Actual result
Employment Conditions, All Enterprises, All industries, Actual result
Employment Conditions, All Enterprises, All industries, Forecast
Employment Conditions, All Enterprises, Manufacturing, Actual result
Employment Conditions, All Enterprises, Manufacturing, Forecast
Godbout and Lombardi [2012] finds using a Quandt-Andrews breakpoint test that there exists
a structural break in Japan in 1991 Q1. To take into account this break in the growth rate in 1991
Q1, we demean rate variables and detrend quantitative variables using 1991-01-01 as the break
point. Detailed transformations of each variable from the large and small dataset is included in the
appendix.
From 1975-01-01 to 2014-06-01, Japan has had 11 recessions whereas the U.S. has had 5 recessions during the same time period. Japan has been in a recession, as defined by the OECD, 41% of
the time during this period. In our training set, 1975-01-01 to 1995-08-01, there are 5 recessions.
In our testing set from 1995-08-01 to 2014-06-0, there are 6 recessions.5
5 Japan’s

most recent recession ended in Q4 of 2014
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3.4.3

Evaluation Criteria

A very popular evaluation metric from biostatistics, the Receiver Operating Characteristic (ROC)
has been making its way into economics.Liu and Moench [2014] and Berge [2014] use ROC to
evaluate the performance of different classification models. The ROC curve displays the trade-off
between false positives and true positives, plotting the true positives (TP) on the y-axis against the
False Positives (FP) on the x-axis. We illustrate an example of the ROC curve in Figure 3.2. As
Liu and Moench [2014] explain, a model with 100% accuracy would draw a ROC curve that hugs
the top left most corner whereas a model which does as well as random guesses would follow the
45 degree line running from the bottom left to the top right corner.
Figure 3.2: ROC Curve of Forecasting 12 Months Ahead in the United States with a AUC (Area
Under Curve) of 0.7584

Area Under the Curve (AUC) of ROC summarizes the classification ability of a model. AUC
illustrates how well a classification model discriminate for all possible threshold 𝑐 where predictions
greater than c would be classified as a 1 otherwise as 0. AUC is preferable to other methods such
as the Root Mean Squared Error (𝑦̂ − 𝑦)2 because models with different squared errors may classify
exactly same. For example, a model that predicted every recession with 0.51 probability and every
non-recessionary period with 0.49 probability would have a significantly worse Root Mean Squared
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Error than a model that classified every recession with 1.0 probability and every non-recessinoary
period with 0 probability although the models classify precisely the same. Furthermore, AUC
does not impose a loss function over the tradeoff between true positives and false positives. AUC
lower than 0.5 signals the model has negative predictions and AUC greater than 0.5 signal positive
predictions. To determine if a model has a AUC significantly bigger than another model’s AUC,
we define the following 𝑡-statistic following Hanley and McNeil [1983]:
𝐴𝑈 𝐶1 − 𝐴𝑈 𝐶2
𝑡= √
𝜎12 + 𝜎22 − 2𝑟𝜎1 𝜎2

(3.10)

𝐴𝑈 𝐶1 and 𝐴𝑈 𝐶2 refers to the area under the curve for model 1 and 2 respectively and 𝜎12 and 𝜎22
refer to the variance of model 1 and model 2 respectively and 𝑟 is the correlation between 𝐴𝑈 𝐶1
and 𝐴𝑈 𝐶2 .6 We use the R package pROC by Robin et al. [2011] to calculate the ROC curve, the
AUC, the t-statistic and p-value.

3.5

Forecast Results in United States

We conduct in-sample and out-sample forecasts of recessions in the United States. We forecast
using 3 types of models at the 3 month, 6 month and 12 month horizon: best logit, boosting a
large dataset, boosting a small dataset. The large dataset is the 130 predictor set used by Stock and
Watson [2005] and the small dataset is the Conference Boarding Leading Indicators. Additional
information about both datasets can be found in the appendix. Furthermore, to emulate the setup
used by Ng [2014], we allow for dynamics in the large dataset by allowing for lags, specifically 3
lags for the 3 month horizon, 3 lags for the 6 month horizon, and 4 lags for the 12 month horizon.
Thus, boosting the large dataset at the 12 month horizon will select from 520 predictors as 130
predictors × 4 lags = 520 predictors. In forecating the small dataset, we do not include lags as
we aim to have a simpler model. In instances when we do add lags, the model tends to perform
6 For

more on ROC and AUC: Liu and Moench [2014]
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worse out-of-sample but better in-sample because of overfitting. We find the best logit model at
each horizon by systematically going through all 130 predictors from the large dataset.
We recreate the work done in Ng [2014] but extend the analysis by calculating the AUC, a measurement of a model’s classification ability, of boosting to determine how much better or worse
boosting does relative to the best logit model. Furthermore, we boost a small dataset to evaluate performance against the the best logit model. Our focus is understanding why boosting large
predictor sets underperforms or outperforms the best logit model. All results relating to variable
selection are included in the appendix.

3.5.1

In-Sample Results

Model Set Up
We perform full in-sample forecast of U.S. recessions from 1959-04-01 to 2014-09-01 and use the
entire dataset to estimate our models. We follow the setup used in Ng [2014] for in-sample boosting
by using cross-validation to determine the number of iterations 𝑀 for boosting and set the step size
𝜌 as 0.01.
Forecasting Performance
The forecasting results for the 3, 6 and 12 months horizons can be found in Table 3.4.
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Table 3.4: U.S. Forecast Performance: In-Sample.7
Model
Best Logit

Boosting

Boosting

3 Months Ahead

6 Months Ahead

12 Months Ahead

AUC

0.840

0.849

0.866

Variable

3 month - FF spread

5 year - FF spread

10 year - FF spread

AUC

0.971

0.965

0.954

T-test 1

-5.34***

-5.08***

-4.59***

Top Var.

1 Year - FF Spread

1 Year -FF Spread

5 year- FF Spread

Dataset

Large Dataset

Large Dataset

Large Dataset

AUC

0.947

0.943

0.902

T-test 2

-4.12***

-3.94***

-1.49*

Top Var.

NAPM new ordrs

5 year - FF Spread

5 year - FF Spread

Dataset

Small Dataset

Small Dataset

Small Dataset

We find that boosting with the large dataset has the highest in-sample AUC across all horizons, indicating that boosting the large dataset has the strongest classification ability. Furthermore,
boosting the large dataset does better than the best logit model across all horizons at the 1% level as
indicated by T-test 1 in Table 3.4. Furthermore, boosting the large dataset does better than boosting
the small dataset across all horizons. We also note that boosting the small dataset outperforms the
best logit model significantly at the 1%, 1%, and 10% level for the 3 month, 6 month and 12 month
horizon respectively as indicated by T-test 2 in Table 3.4.
We hestitate to draw any broad generalizations from our in-sample performance as strong insample performance does not necessarily mean strong out-of-sample performance. We ultimately
care about the out-of-sample performance as out-of-sample forecasting is more applicable and useful for forecasting recessions in practice.
7 Full in-sample forecasts are from 1959-04-01:2014-09-01.

Small dataset consists of the Conference Board Leading
Indicators. Large dataset refers to the 132 predictors from Stock and Watson [2005]. For T-Test 1, 𝐻0 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 =
𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑙𝑎𝑟𝑔𝑒 𝐻𝑎 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 < 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑙𝑎𝑟𝑔𝑒 . For T-Test 2, 𝐻0 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 = 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑠𝑚𝑎𝑙𝑙 , 𝐻𝑎 ∶
𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 < 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑠𝑚𝑎𝑙𝑙 . ***,**, and * represent significance at the 1,5, and 10% confidence levels respectively.
Top var. stands for top variable with highest relative importance 𝐼𝑘2 . Variable from the best logit model also included.
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3.5.2

Out-Of-Sample Results

Model Set Up
We now turn our attention to out-of-sample forecast performance. For out-of-sample forecasts for
boosting and our logit model, we use rolling window estimates to produce forecasts starting 198509-01 and ending in 2014-09-01. For example, for forecasting 12 months ahead, we use data from
1959-09-01 to 1985-08-01 to estimate our logit or boosting model and then forecast 13 months later
(12 months + 1 months as our predictors are defined as 𝑥𝑡−ℎ−1 with the observation 𝑌𝑡 ) and produce
a recession probabiltity for 1986-09-01. Then we increment our window by 1 month and estimate
our model from 1959-10-01 to 1985-09-01 and then make a forecast for 1986-10-01 and so on and
so forth. An example of using rolling windows to forecast out-of-sample in the United States can be
found in Table 3.5. We make 348−ℎ rolling forecasts for horizon ℎ and with a fixed rolling window
size of 311 months. To find the best out-of-sample logit model, we systematically go through all
130 predictors from the large dataset and perform rolling window forecasts and select the variable
that yields the highest AUC to be our best logit model for that time horizon.
Table 3.5: Rolling Window Out-Of-Sample Forecasts in United States: 12 months8
Rolling Subsample Rolling Subsample Window Forecast Period
1

1959-09-01 to 1985-08-01

1986-09-01

2

1959-10-01 to 1985-09-01

1986-10-01

3

1959-11-01 to 1985-10-01

1986-11-01

...

..

...

334

1987-07-01 to 2013-06-01

2014-07-01

335

1987-08-01 to 2013-07-01

2014-08-01

336

1987-09-01 to 2013-08-01

2014-09-01

8 We

illustrate forecasting 12 months ahead in the United States. When we forecast 𝑦𝑡 , we observe 𝑥𝑡−ℎ−1 where 𝑡
is period of observation and ℎ is the forecast horizon. Thus, when forecasting 12 months ahead, we in practice forecast
13 months ahead.
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Following the convention used by Ng [2014] , we use 𝐼̄𝑘2 or the average importance of each of
the variables across all the forecasts. Continuing the example used in Table 3.5, for forecasting
12 months in advance, we forecast results from 1986-09-01 to 2014-09-01 which consists of 336
months. Thus, the average relative importance of each variable over the 336 rolling subsamples is

𝐼̄𝑘2 =

𝑇
∑
1
𝐼
336 𝑘,𝑡
𝑡=𝑡

(3.11)

1

where 𝐼𝑘,𝑡 is the relative importance at time 𝑡 of predictor 𝑘 and 𝑡1 in our example would be first
rolling estimation which is 1986-09-01 and 𝑇 would be our last period of the last forecast so for
our example 2014-09-01. We also calculate the average frequency of variable 𝑗 being selected in
the rolling estimation defined as the following for 336 rolling sub-samples:
1 ∑
2
𝑓 𝑟𝑒𝑞𝑘 =
1(𝐼𝑘,𝑡
> 0)
336 𝑡=𝑡
𝑇

(3.12)

1

To select the number of iterations 𝑀 for boosting at each rolling sub-sample, we use 5 fold
cross-validation on the first rolling sub-sample and use the optimal number of iterations returned
by cross-validation for the rest of the rolling sub-samples. Hence, we use cross-validation once to
determine 𝑀 for the entirety of the rolling forecasts. While we could repeatedly use cross validation
to find the number of iterations for each of rolling subsamples, doing so we found computationally
unreasonable. We find the average optimal number of iterations used is about 400 iterations.
Forecasting Performance
We first turn our attention to the forecasting performances of each model before investigating the
variables selected by boosting. The in-sample and out-of-sample forecasting results for the the
forecast horizons 3, 6 and 12 months can be found in Figure 3.3, Figure 3.4, and Figure 3.5. Outof-sample forecasting performance for horizons 3, 6 and 12 months with T-tests comparing the
AUC of the boosting models against the AUC of the best logit model can be found in Table 3.6.
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Table 3.6: U.S. Forecast Performance: Out-Of-Sample9
Model
Best Logit

Boosting

Boosting

3 Months Ahead

6 Months Ahead

12 Months Ahead

AUC

0.842

0.695

0.879

Variable

NAPM new orders

NAPM new orders

5 year - FF spread

AUC

0.763

0.545

0.697

T-test 1

2.16**

1.68*

3.23***

Top Var.

AAA- FF Spread

AAA- FF Spread

10year - FF spread

Dataset

Large Dataset

Large Dataset

Large Dataset

AUC

0.755

0.693

0.826

T-test 2

2.55***

0.029

2.15**

Top Var.

5 year - FF Spread

5 year - FF Spread

5 year - FF Spread

Dataset

Small Dataset

Small Dataset

Small Dataset

Surprisingly, the best logit model outperforms both boosting the large and small dataset across
all forecast horizons. The best logit model has a higher AUC than the AUC from boosting the large
dataset significant at 5%, 10% and 1% for the 3 month, 6 month and 12 month horizon respectively.
The best logit model has a higher AUC score than boosting the small dataset significant at 10%
and 5% for the 3 month and 12 month horizon respectively. The best logit model did not perform
significantly better than boosting the small dataset at the 6 month horizon. Another surprising result
was that boosting the large dataset performs the worse of all three methods and even performs worse
than boosting a smaller predictor set except for the 3 months horizon. We discuss why we think
boosting the large dataset at the 3 month horizon outperforms boosting the small dataset in our
discussion about variable selection in the appendix.
9 Rolling windows begins 1959-04-01:1985-08-01 to forecast out-of-sample 1985-09-01:2014-06-01.

Large dataset
refers to the 132 predictor from Stock and Watson [2005]. Small dataset consists of the Conference Board Leading
Indicators. For T-Test 1, 𝐻0 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 = 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑙𝑎𝑟𝑔𝑒 𝐻𝑎 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 > 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑙𝑎𝑟𝑔𝑒 . For T-Test 2,
𝐻0 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 = 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑠𝑚𝑎𝑙𝑙 , 𝐻𝑎 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 > 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑠𝑚𝑎𝑙𝑙 . ***,**, and * represent significance at the
1,5, and 10% confidence levels respectively. Top var. stands for top variable with highest average relative importance
𝐼̄𝑘2 . Variable from the best logit model also included.
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Figure 3.3: U.S. Forecasting Recession Performance 3 Months In Advance10

Figure 3.4: U.S. Forecasting Recession Performance 6 Months In Advance11

10 The left column displays in-sample forecasting performance in the U.S. at the 3 month horizon from 1959-04-01 to

2014-09-01 of the best logit model, boosting model with the large dataset (130 predictors), boosting model with small
dataset (10 predictors), in that respective order. The right column mirrors the left column, but displays out-of-sample
performance of forecasting recessions 3 months in advance from 1985-12-01 to 2014-09-01. Shaded red bars indicate
recessions and black lines indicate predicted probability of recession. AUC is a measurement of model classification
ability.
11 The left column displays in-sample forecasting performance in the U.S. at the 6 month horizon from 1959-04-01 to
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Figure 3.5: U.S. Forecasting Recession Performance 12 Months In Advance12

Figure 3.3, Figure 3.4 and Figure 3.5 illustrate how boosting the large dataset seems to perfectly forecast the state of the economy in-sample but out-of-sample predictions for the same time
horizon and same dataset performs significantly worse. For example, boosting the large dataset
in-sample 3 months ahead almost perfectly predicts the three most recent recessions. However,
out-of-sample boosting the large dataset at the 3 month horizon seems to predict the three most
recent recessions too late. The out-of-sample logit model seems to perform much better as there
are noticeable signals in forecasting the 2001 and 2008-2009 recessions, although suffers from the
same problem as boosting the large dataset and forecasting the 1990-1991 recession too late. Similarly in-sample boosting of the large dataset at the 12 month horizon perfectly predicts all three
recent recessions whereas out-of-sample, the 2001 recession is predicted too early and too late and
2014-09-01 of the best logit model, boosting model with the large dataset (130 predictors), boosting model with small
dataset (10 predictors), in that respective order. The right column mirrors the left column, but displays out-of-sample
performance of forecasting recessions 6 months in advance from 1986-03-01 to 2014-09-01. Shaded red bars indicate
recessions and black lines indicate predicted probability of recession. AUC is a measurement of model classification
ability.
12 The left column displays in-sample forecasting performance in the U.S. at the 12 month horizon from 1959-04-01
to 2014-09-01 of the best logit model, boosting model with the large dataset (130 predictors), boosting model with small
dataset (10 predictors), in that respective order. The right column mirrors the left column, but displays out-of-sample
performance of forecasting recessions 12 months in advance from 1986-09-01 to 2014-09-01. Shaded red bars indicate
recessions and black lines indicate predicted probability of recession. AUC is a measurement of model classification
ability.
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the Great Recession is predicted too early.
We found surprising that at the 12 month horizon, the best logit model out-of-sample (AUC
0.879) actually performed better than the best in-sample logit model (0.866), leading us to wonder
why boosting out-of-sample did not beat boosting in-sample forecasts at the 12 month horizon.
So far, our finding broadly suggests that boosting may be working too hard and overfitting insample or on the training model and thus predicting poorly out-of-sample, whereas models that are
more parsimonious like boosting a smaller dataset or predicting using a single variable is able to
forecast fairly well. Our finding also suggests that the approach by Ng [2014] when benchmarked
with a logit model can be greatly improved. For instance in forecasting 12 months ahead, by reducing the predictor set from 520 (130 predictors x 4 lags) to 20 variables in the small dataset, we
were able to get much stronger predictions though not better than the best logit model.

3.6

Forecast Results in Japan

While we have found that boosting a large dataset does not lead to superior forecasting of recessions
in the United States for the 3, 6 and 12 month horizon, we do not know if the same applies to outside
of the United States. Thus, we extend our analysis to Japan and explore boosting’s performance
on a large dataset of Japanese macroeconomic variables similar to the dataset used by Stock and
Watson [2006] and a small dataset that includes leading indicators used by Japan’s cabinet office.
More specifics about both datasets can be found in the appendix. We conduct in-sample and outsample forecasting in Japan, evaluating how well boosting with a large dataset with 436 predictors
and a small dataset with 26 predictors does compared to the best logit model. We do not include
lags in our large or small dataset like we did for the large dataset in the United States as we find
including lags lead to inferior performance in general. We find the best logit model at each horizon
by systematically going through all 436 predictors. All results relating to variable selection are
included in the appendix.
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3.6.1

In-Sample Results

Model Set Up
We perform full in-sample forecast of recessions in Japan from 1979-01-01 to 2014-06-01 and
use the entire dataset to train our boosting models as well as to forecast. We use the same model
specifications used for in-sample boosting in the United States for Japan.
Forecast Performance
In-sample performance of boosting the small and large datasets significantly outperforms the best
logit logit model at the 1% level across all horizons as shown in Table 3.7. We find an almost identical pattern in Japan and in the United States, finding that boosting the large dataset significantly
outperforms the best logit model and boosting the small dataset. We also find that boosting the
smaller dataset also outperforms the best logit model at each horizon. Boosting the large datasets
in-sample have AUC of at least 0.95 in all 3 horizons, which makes us suspicious that the model is
overfitting. Out of curiosity, we set 𝑀 the number of iterations in boosting to a really high number
of iterations and find that the AUC of boosting the large dataset approaches 1.0 or perfect classification ability. This experiment against highlights boosting’s ability to overfit in-sample. Conversely,
when we set 𝑀 the number of iterations very low, we get a significantly diminished AUC. We
remind the reader that we use cross-validation to select the optimal number of iteration 𝑀 that
balances between maximizing AUC in-sample and out-of-sample.
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Table 3.7: Japan Forecast Performance: In-Sample13
Model
Best Logit

Boosting

Boosting

3 Months Ahead

6 Months Ahead

12 Months Ahead

AUC

0.811

0.803

0.736

Variable

Business Cond.

Business Cond.

Lending Attitude

Large Enterprise

Medium Enterprise

Small Enterprise

Electric Machine

Electric Machine

Manuf,Petrol,Coal

AUC

0.967

0.9666

0.9577

T-test 1

-6.64***

-6.94***

-6.14***

Top Var.

Financial Position

Business Cond.

Business Cond.

All Enterprise

Medium Enterprise

Medium Enterprise

Transp. Machine

Electric Machine

Electric Machine

Dataset

Large Dataset

Large Dataset

Large Dataset

AUC

0.904

0.9038

0.9307

T-test 2

-3.24***

-3.84***

-4.83***

Top Var.

Business Cond.

Business Cond.

Inventory Level

All Enterprises

All Enterprises

All Enterprises

All industries

All industries

Manuf.

Small Dataset

Small Dataset

Small Dataset

Dataset
13 Full

in-sample forecasts 1978-01-01:2014-06-01. Small dataset refers to 20 leading indicators from Japan’s Cabinet Office and business surveys. Large dataset refers to 436 business surveys and macrovariables. T-Test compares the AUC of boosting to the AUC of the best logit model. For T-Test 1, 𝐻0 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 = 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑙𝑎𝑟𝑔𝑒
𝐻𝑎 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 < 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑙𝑎𝑟𝑔𝑒 . For T-Test 2, 𝐻0 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 = 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑠𝑚𝑎𝑙𝑙 , 𝐻𝑎 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 <
𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑠𝑚𝑎𝑙𝑙 . ***,**, and * represent significance at the 1,5, and 10% confidence levels respectively. Top var.
stands for top variable with highest relative importance 𝐼𝑘2 . We also include the variable from the best logit model.

82

3.6.2

Out-Of-Sample Results

Model Set Up
We continue our analysis to determine whether or not boosting a large dataset will improve recession forecast performance against the benchmark. We use rolling window estimators (method
detailed in out-of-sample results for the United States) starting with 1978-02-01 to 1995-08-01 as
our initial window and 1995-09-01 + ℎ months as our initial forecast period and 2014-06-01 as our
last forecast period. We make 225 − ℎ months of forecasts for horizon ℎ with rolling window size
of 210 months. To find the best out-of-sample logit model, we systematically go through all 436
predictors from the large dataset and perform rolling window forecasts and select the variable that
yields the highest AUC to be our best logit model.
Forecast Performance
In-sample and out-of-sample forecasts of the best logit model and boosting models for Japan are
shown in Figure 3.6, Figure 3.7 and Figure 3.8 for the 3 month, 6 month and 12 month horizon
respectively. Out-of-sample performance with T-tests comparing boosting models with the best
logit models can be found in Table 3.8.
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Table 3.8: Japan Forecast Performance: Out-Of-Sample14
Model
Best Logit

Boosting

Boosting

3 Months Ahead

6 Months Ahead

12 Months Ahead

AUC

0.848

0.8055

0.660

Variable

Business Cond.

Business Cond.

Inventory Level

Large Enterprises

Med. Enterprises

Med. Enterprises

Manuf. Chemicals

Elect. Machine

Elect. Machine.

AUC

0.8309

0.678

0.439

T-test 1

0.970

4.05***

3.86***

Top Var.

Financial Position

Inventory Level

Lending Attitude

All Enterprises

All Enterprises

Small Enterprises

Transp. Machine

Manuf

Manuf,Petrol,Coal

Dataset

Large Dataset

Large Dataset

Large Dataset

AUC

0.788

0.733

0.664

T-test 2

2.33***

2.40***

-0.0845

Top Var.

Financial Position

Inventory Level

Inventory Level

All Enterprises

All Enterprise

All Enterprises

Manuf.

Manuf.

All industries

Small Dataset

Small Dataset

Small Dataset

Dataset
14 Rolling

windows begin 1975-01-01:1995-08-01 to forecast out-of-sample 1995-09-01:2014-06-01. Small dataset
refers to 20 leading variables from Japan’s Cabinet Office and business surveys. Large dataset refers to 436 business
surveys and macrovariables. T-Test compares the AUC of boosting to the AUC of the best logit model. For T-Test
1, 𝐻0 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 = 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑙𝑎𝑟𝑔𝑒 𝐻𝑎 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 > 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑙𝑎𝑟𝑔𝑒 . For T-Test 2, 𝐻0 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 =
𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑠𝑚𝑎𝑙𝑙 , 𝐻𝑎 ∶ 𝐴𝑈 𝐶𝑙𝑜𝑔𝑖𝑡 > 𝐴𝑈 𝐶𝑏𝑜𝑜𝑠𝑡𝑖𝑛𝑔−𝑠𝑚𝑎𝑙𝑙 . ***,**, and * represent significance at the 1,5, and 10%
confidence levels respectively. Top var. stands for top variable with highest average relative importance 𝐼̄𝑘2 . We also
include the variable from the best logit model.
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Figure 3.6: Japan Forecasting Recession Performance 3 Months In Advance15

Figure 3.7: Japan Forecasting Recession Performance 6 Months In Advance16

15 The

left column displays in-sample forecasting performance in Japan at the 3 month horizon from 1975-01-01 to
2014-06-01 of the best logit model, boosting model with the large dataset (436 predictors), boosting model with small
dataset (27 predictors), in that respective order. The right column mirrors the left column, but displays out-of-sample
performance of forecasting recessions 3 months in advance from 1995-12-01 to 2014-06-01. Shaded red bars indicate
recessions and black lines indicate predicted probability of recession. AUC is a measurement of model classification
ability.
16 The left column displays in-sample forecasting performance in Japan at the 6 month horizon from 1975-01-01 to
2014-06-01 of the best logit model, boosting model with the large dataset (436 predictors), boosting model with small
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Figure 3.8: Japan Forecasting Recession Performance 12 Months In Advance17

We find that the best logit model outperforms boosting the large dataset across all horizons and
significantly better at 1% level for both the 6 month and 12 month horizon. The AUC of the best
logit model is not significantly greater than the AUC of boosting the large dataset at the 3 month
horizon.
We also find that the best logit model outperforms boosting the small dataset at the 1% significance level at the 3 month and 6 month horizon. Boosting the small dataset actually slightly
outperforms the best logit model at the 12 month horizon. We also find that boosting the small
dataset outperforms boosting with the large datset out-of-sample at the 6 month and 12 month horizon but not the 3 month horizon. We look to investigate in the next section why boosting the small
dataset actually outperforms the best logit model at the 12 month horizon.
dataset (27 predictors), in that respective order. The right column mirrors the left column, but displays out-of-sample
performance of forecasting recessions 6 months in advance from 1996-03-01 to 2014-06-01. Shaded red bars indicate
recessions and black lines indicate predicted probability of recession. AUC is a measurement of model classification
ability.
17 The left column displays in-sample forecasting performance in Japan at the 12 month horizon from 1975-01-01 to
2014-06-01 of the best logit model, boosting model with the large dataset (436 predictors), boosting model with small
dataset (27 predictors), in that respective order. The right column mirrors the left column, but displays out-of-sample
performance of forecasting recessions 12 months in advance from 1996-09-01 to 2014-06-01. Shaded red bars indicate
recessions and black lines indicate predicted probability of recession. AUC is a measurement of model classification
ability.
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Boosting the small dataset having a higher AUC than the best logit model at the 12 month
horizon giving us hope that boosting in a smart or well thought out manner may outperform the
best current single variable models. However, we must note that this gain is relatively small and is
not significant even at the 10% level. Furthermore, Figure 3.8 shows that boosting the small dataset
while having a higher AUC at the 12 month horizon misses the 2004 recession competely whereas
the logit model at the 12 month horizon provides some sort of signal in 2004. Also, the boosted
small dataset at the 12 month horizon mistakens an expansionary period as a recession between
2004 and 2008. Though boosting the smaller dataset has a small AUC advantage over the best logit
model at the 12 month horizon, the boosting model is still imperfect and not much better than the
best logit model.
We also consistently see a sharp decline in AUC from in-sample boosting model performance to
out-of-sample boosting performance, suggesting overfitting in-sample like in the case of the United
States. In Figure 3.8, boosting the large dataset in-sample produces noticeably high and distinct
warnings for each of the 6 most recent recessions with an AUC of 0.966, whereas boosting the large
dataset out-of-sample misses recessions, produces many false positives, and actually negatively
predicts recessions with an AUC of 0.44. We can see that during the recession just after 2010, the
probability of recession actually decreased. We see a similar pattern at the 3 month and 6 month
horizon in Figure 3.6 and Figure 3.7 where the in-sample fit is nearly perfect for boosting but outof-sample the performance declines.
Our finding in Japan supports our hypothesis that boosting overfits in-sample or in the training
data and thus performs worse out-of-sample. Furthermore, we find that the best logit model outperforms the best boosting model for the most part, and that exceptions to this rule include boosting
models that do not perform significantly better than best logit model. We also are able to find a
smaller dataset that is a subset of the large dataset and find that this carefully crafted dataset significantly outperforms boosting the large dataset in the same time horizon. Our finding once again
illustrates the parsimony principle that models with fewer variables can outperform models that
involve many predictors, some that may not be predictive.
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3.7

Conclusion

The main purpose of our paper was to evaluate if combining novel machine learning techniques
such as boosting with large datasets could serve as a better alternative forecasting method than the
single variable models that are popular in forecasting recessions. We have found that boosting large
datasets cannot significantly beat the best single variable models. We find that the approach taken
by Ng [2014] in using boosting to variable select and predict using a large dataset leads to poor forecasting performance in the United States relative to the best logit model. Furthermore, we compile
a dataset similar to the one used in Stock and Watson [2005] for Japan and find that boosting a large
dataset in Japan leads to inferior performance versus the best logit models. Our key contribution
is finding that both in the United States and Japan, the best logit model mostly outperforms both
boosting a large dataset and boosting a smaller dataset with just the leading indicators.
Furthermore, we find that boosting on smaller datasets give us gains in classification ability
though not improving upon the best logit model except for one case. Our explanation is that the parsimony principle holds true when forecasting recessions, that often times a single variable predicts
better than a group of predictors as incorporating large amounts of predictors may lead to overfitting
the training model and poor out-of-sample performance. Thus using a kitchen sink approach and
loading up a boosting model will not necessarily lead to superior forecasting performance. Taking
the approach of Berge [2014] and carefully selecting only leading indicators to boost may lead to
substantial gains and possible improvements over the best logit models.
While we find that boosting does not forecast recessionary binary variable better than the benchmark, Buchen and Wohlrabe [2011] finds that boosting is a strong competitor to forecasting gold
standards such as dynamic factor models in forecasting quantiative variables like U.S. industrial
production. Furthermore, Wohlrabe and Buchen [2014] find that boosting generally outperforms
the autoregressive benchmarks when forecasting macroeconomic variables. Perhaps boosting does
poorly in forecasting recessions because of the small number of observations of distinct recessions.
While we have a relatively large time series set with 665 months in the U.S. and 427 months in
Japan, the number of recessions in those months are 8 and 11 for the U.S. and Japan respectively.
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General machine learning classification problems such as spam filtering usually have thousands of
different spam and not spam emails to train on, whereas 8 to 11 cases for boosting to learn about
recessions is very small and not likely sufficient to train our model. The limited amount of data we
have on recessions likely limits our ability to forecast recessions well. Further work can be done to
simulate recessions to extend our time series and then seeing at which point boosting outperforms
the best logit model, if boosting ever does.
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Sifting Through the Trans-Pacific Partnership:
Contention, Compromise, and Potential Implications
Abstract
Currency manipulation regulations and the investor-state dispute settlement (ISDS) framework
are prominent topics in the debate over the Trans-Pacific Partnership (TPP). Through a review
of academic literature, international documents, and economic data, I examine the obstacles and
potential routes to compromise over these issues. Political, definitional, and economic obstacles
obstruct compromise on the establishment of currency manipulation controls in the TPP. Mixed
projections from economists and legal scholars complicate the ability to compromise on the structure, or even existence, of a system in the TPP for dispute settlement between governments and
multinational corporations. For each topic, I consider the arguments of political scientists, legal
scholars, and economists to pinpoint viable compromise proposals. Lastly, I explore Trade Adjustment Assistance (TAA) and the macroeconomic projections regarding the effect of the TPP as a
whole.
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4.1

Introduction

In his recent State of the Union address, President Obama urged Congress to recognize emerging
trade deals as necessary for the U.S. to “write the rules” of trade with the East.1 This request comes
as negotiations over the Trans-Pacific Partnership (TPP), a multilateral free trade agreement (FTA)
between the United States and 11 countries of the Asian-Pacific littoral, nears completion. Connecting the United States, Japan, Mexico, Canada, Chile, Peru, Australia, New Zealand, Vietnam,
Brunei Darussalam, Malaysia, and Singapore, the TPP will “be the largest U.S. FTA to date by
trade value,” encompassing 40% of world GDP and 40% of U.S. exports and imports.2 Liberalizing
trade relations with 800 million consumers in the world’s “fastest growing region” is an attractive
aspect of the TPP and a reason that the Obama Administration emphasizes this deal as a cornerstone of the “pivot to Asia”.3 However, trade experts note that the TPP provides another strategic
benefit to the United States as well. Quick approval and establishment of the TPP would prevent
China from establishing its own Asia-Pacific FTA in the meantime and could mitigate the influence
of the new Chinese-established Asia Infrastructure and Investment Bank (AIIB).4 A Chinese-led
FTA, pro-TPP scholars argue, would fossilize sub-par environmental, labor, and intellectual property standards in Asia-Pacific, particularly in Vietnam and Malaysia.5
The United States Trade Representative (USTR) and the President insist that they require reauthorized Trade Promotion Authority (TPA) to finish the TPP (perhaps because that would finalize
the deal fast enough to prevent a Chinese countermove).6 TPA expedites implementation of the
Trans-Pacific Partnership by allowing Congress only a simple yes or no vote on the deal.78 Liberals, led by Senators Elizabeth Warren [D-MA], Sherrod Brown [D-OH], and Bernie Sanders [I-VT],
are fighting reauthorization of TPA, worried that a TPP unedited by Congress will increase foreign
corporate power and hurt workers in the agricultural and industrial sectors.9 Liberals (and some conservatives) also oppose the TPP because it ignores currency manipulation regulation and because
negotiations over the deal have been clandestine and opaque.10 The lack of transparency surrounding the Trans-Pacific Partnership, which anti-TPP advocates are correct to point out, contributes to
a paucity of literature addressing the economic and trade policy implications of contentious TPP
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components.
On April 16th, Senators Orrin Hatch [R-UT] and Ron Wyden [D-OR] introduced bipartisan
TPA legislation and Chairman Paul Ryan [R-WI] introduced an identical bill in the House.11 This
bill, which reintroduces 2014 TPA legislation with some revisions, addresses many of the liberal
demands regarding a finalized TPP. The 2015 TPA legislation orders USTR to publish the TPP
text on an online platform that welcomes public comment and allows a “60-vote majority in the
Senate” to nullify TPA if the final deal does not meet Congressional liberals’ environmental, labor
rights, and human rights standards.12 However, the legislation does not enumerate any new, specific
environmental, labor, or human rights standards required of the TPP.13 Nor does it mention how the
TPP should or could specifically regulate currency manipulation, contain multinational corporate
power, or protect American workers and consumers from trade diversion.14 Those who opposed
“fast-tracking” the TPP before the introduction of TPA legislation still do as the bill fails to offer
specific concessions to the opposition. Thus additional support for the TPP must come from changes
to the Administration’s TPP policy itself.
This paper examines contentious aspects of the Trans-Pacific Partnership not addressed in TPA
legislation and assesses the obstacles to compromise on these issues. Scholarship assessing the TPP
suggests that currency manipulation regulation and the investor-state dispute settlement (ISDS)
framework are the most contentious issues left unaddressed by TPA legislation. Some of the literature examining these components of the trade deal also consider currency manipulation regulation
and ISDS areas ripe for compromise. Synthesis of scholarship will pinpoint the potential routes
for compromise between the Administration and anti-TPP Democrats on these issues. Further, this
paper considers bolstering the Trade Adjustment Assistance (TAA) program as another contentious
policy that could garner additional Democratic support for the Trans-Pacific Partnership. Finally,
review of the scholarship presents the macroeconomic and trade policy implications and of each
provision if a) compromise materializes or b) Congress authorizes TPA and approves a final TPP
that does not address the opposition’s demands regarding each issue.
The proposal for this paper stated the following as the central research question: how can the
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Administration arrive at a TPP that a) accomplishes foreign policy goals vis-à-vis China while b)
incentivizing Congress to reauthorize TPA? What policy modifications would garner additional
support for the TPP from progressives? If this support is ultimately not needed to reauthorize TPA,
what are the political ramifications of establishing the TPP as is? Research conducted since this
proposal led to an updated question and thus a revised vision for this literature review. First, the
research question no longer implies that U.S. containment of Chinese economic power is a required
effect of a successful TPP. Rather, this review considers containment of China an implication of
a certain TPP framework without making a value judgment about the framework leading to this
outcome or the outcome itself. This revision comes alongside the acknowledgement that China
might join the TPP-which will likely be constructed as an expandable agreement-in the future.15
Second, this literature review is skeptical that compromise on the aforementioned contentious issues
is needed to pass TPA. TPA legislation left the Senate Finance Committee on Wednesday and will
soon be up for a vote on the Senate floor.16 Due to the quick pace at which “fast track” legislation
is moving, thoughtful review of the literature must doubt that TPA passage is contingent upon
compromise. Last, this paper no longer considers the political ramifications of compromise (or
lack thereof) on TPP provisions to any substantial extent. Instead, it focuses almost entirely on the
macroeconomic effects of the following included or proposed provisions and also on how these
effects will influence future U.S. trade policy.

4.2

Safeguards Against Currency Manipulation

Currency manipulation refers to actions taken by a government, often times in a developing country,
to devalue its currency relative to the currency of a trading partner, usually in a developed nation.
This artificially makes the exports from the manipulating country cheaper in the global market while
raising prices on imports.17 From the U.S. perspective, if a country devalues its currency relative
to the dollar, exporting to that country becomes more expensive, meaning it is more expensive
to maintain export-oriented jobs like manufacturing positions in the U.S.18 Manipulative actions

98

include selling excessive amounts of the native currency and buying excessive reserves (bonds and
other financial assets) in foreign currencies.19 Scholars C. Fred Bergsten and Joseph Gagnon at
the Peterson Institute for International Economics note that recent currency manipulation from 20
countries has cost the United States between 1 and 5 million jobs and while increasing the U.S.
trade deficit by between $200 and $500 billion.20 The United States has accused China engaging
in particularly significant currency manipulation techniques. The American Enterprise Institute
considers the effects of a Chinese RMB devalued by 5%, but the Richmond Federal Reserve, which
analyzes the AEI data, speculates that China has devalued its currency much more than this at points
over the past decade.21
Both liberal and some conservative opponents of the Trans-Pacific Partnership maintain that
currency manipulation prohibitions and regulatory mechanisms must be included before they would
consider supporting the deal.22 They argue that strong currency safeguards would protect U.S. jobs
from the adverse affects of TPP-driven globalization, especially if Asia-Pacific’s other economic
superpower were to join the agreement.23 Still, as Mireya Solis at the Brookings Institution notes,
addressing currency manipulation in the TPP could deter China from joining later on.24 This would
further emphasize the characterization of the TPP as the economic component of the U.S.’ “pivot to
Asia,” a strategy that, at its core, aims to contain the rise of China.25 Scholars in favor of currency
manipulation controls in the deal argue that regardless of China’s eventual accession to the TransPacific Partnership, preventing further currency manipulation from countries already participating
in TPP negotiations is enough of a reason to include such a provision.
Three major obstacles-one political, one intellectual, and one economic-complicate the feasibility of including effective currency manipulation controls in the Trans-Pacific Partnership. The
Administration and some Republican Congressional leadership oppose the inclusion of a currency
manipulation provision because they believe this will frustrate negotiating partners, thus stalling
finalization of the TPP or even jeopardizing the agreement as a whole.26 If trading partners did
eventually agree to a currency manipulation provision, opponents contend that these regulations
would do little to ameliorate trade deficits with manipulating countries.27 Neil Hughes, writing for
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Foreign Affairs, argues that the choices of American consumers to buy Chinese goods and pressure
from American shareholders in multinational corporations (MNCs) to realize international profits
exacerbates the U.S. trade deficit with China more than Chinese currency manipulation.28
Establishing practical and enforceable currency manipulation controls in the TPP may be impossible because “proving the existence and extent of currency misalignment... has proven enormously
difficult.”29 In other words, it is difficult to distinguish between deliberate currency manipulation
and indirect fluctuation resulting from legitimate domestic policy decisions.30 The International
Monetary Fund (IMF) articles and the World Trade Organization (WTO) charter both attempt to
define and prohibit currency manipulation.31 However, respective restrictions on “chang[ing]... the
par value of... currency except to correct [for] fundamental disequilibrium” and providing a “subsidy to exports” have not prevented Chinese (and others’) currency interventions that negatively
affect the U.S. economy.32 The IMF prohibits manipulations that do not address a “fundamental
disequilibrium” in exchange rates. However, determining whether or not a currency intervention
policy corrects such a “disequilibrium” is difficult due to the inability of economists to “pin down
the equilibrium [exchange] rate”.33 Complications in these calculations arise from the fact that there
are multiple economic models available to measure currency misalignment, and economists do not
agree on which model is the most effective. Further, currency manipulation provision could have
little effect on China, a potential future member of the Trans-Pacific Partnership, as economists cannot accurately determine the extent to which China manipulates its currency. Lack of consensus
in the academic community over a exchange rate equilibrium calculation method leads estimations
to vary from a 49% undervaluation to a 100% overvaluation of the RMB.34 If the RMB is in fact
overvalued, stronger currency manipulation prohibitions will not mitigate the U.S. trade deficit with
China.
Those against incorporating currency manipulation controls in the TPP worry that a more restrictive definition of currency manipulation could impede the U.S. Federal Reserve’s ability to
use quantitative easing (QE) to lower interest rates and reduce the trade deficit. Skeptics like Solis and U.S. Chamber of Commerce lobbyist Bruce Josten argue that the QE methods to “increase
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the [Fed’s] monetary base,” such as purchasing financial assets from private institutions, could appear similar to asset purchases that fuel currency manipulation.35 The Economic Policy Institute
maintains that a currency manipulation provision in the TPP would not harm the Federal Reserve’s
ability to perform QE methods during periods of economic downturn. QE involves the purchase
of “domestic assets” only whereas currency manipulation involves the purchase of foreign assets,
and EPI argues these could easily be distinguished.36 The agreement to institute stronger currency
manipulation controls while clearly specifying what constitutes quantitative easing is one potential
area for compromise on this issue.
However, some politicians and scholars consider domestic legislation against foreign currency
manipulation or use of international forums to regulation manipulation more effective than going
the TPP route. Kemal Dervis at the Brookings Institution suggests that strengthening the IMF’s
market surveillance and monetary policy oversight abilities would be more helpful than attempting to alleviate currency manipulation through a trade agreement.37 Sen. Charles Schumer argued
even before TPP negotiations gained momentum that the Administration’s “optimism” that China
would “address concerns about its exchange rate policies in the context of upcoming high-level,
multilateral discussions” was “misplaced.”38 Instead, he suggested that Congress take the lead on
combatting Chinese currency manipulation and introduced a relevant bill in 2010 (that died with the
end of the 110th Congressional session).39 Lawrence Howard assesses the potential effectiveness
of this bill and determines that like most domestic unilateral attempts to address currency manipulation, Sen. Schumer’s bill would not have been “broad enough to combat the overall issue.”40
Howard argues that the domestic legislative process not only handles currency manipulators on a
piecemeal basis, but because currency manipulation is a rather arcane issue, legislative attempts to
address it are “bumped to the bottom of the agenda.”41
Predictions that a TPP currency manipulation provision would obstruct the Fed’s QE liberty
or incite a “trade war” between the U.S. and Asia-Pacific currency manipulators are ultimately
based on conjecture. Scholarship that assesses the effects of currency manipulation itself offers the
best predictions of the implications including this regulation in the TPP would have on the U.S.
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economy and future U.S. trade policy. Robert Scott at the Economic Policy Institute calculates that
the U.S.’ $78.5 billion trade deficit with Japan cost 896,000 jobs in 2013, over half of which shifted
from U.S. manufacturing sector to the Japanese manufacturing sector.42 Further trade liberalization
with and foreign direct investment (FDI) in Japan could cause more competition between U.S.made products and Japanese imports. The lack of currency manipulation controls, partners with
further liberalization could cause the U.S. trade deficit with Japan to plunge further, costing even
more U.S. jobs.43 Economists at the National Bureau of Economic Research (NBER) studied the
effects of historical import competition with China on the U.S. jobs market and found that “the
rise in import competition from China” resulted in “net job losses of 2 to 2.4 million” from 1999
to 2001.44 If China were to join the TPP, it would enjoy lower U.S. tariffs (and in some situations,
no tariffs at all) on its exports on top of the effective subsidy granted to its exports from currency
manipulation.45 If China joins and strong currency manipulation prohibitions are not in place, the
U.S. would need to revise its trade policy towards China to include “countervailing duties against
Chinese imports” to offset the effects of their export subsidy.46

4.3

Investor-State Dispute Settlement

The Investor-State Dispute Settlement (ISDS) procedure outlined in the Investment Chapter of the
TPP has caused significant uproar in the anti-TPP community. ISDS institutes a “rotating group
of lawyers” to arbitrate cases brought against governments by multinational corporations who feel
as though government policies have “violated their property rights.”47 Dispute settlement systems
similar to the proposed framework in TPP exist in NAFTA, the World Bank legal arm, and in a
number of regional agreements, including bilateral Asian FTAs.48 Despite the precedents for the
TPP’s dispute settlement framework, Congressional Democrats have rallied behind Senator Elizabeth Warren [D-MA] in opposing ISDS. In an editorial in the Washington Post, Warren lambasted
ISDS’ employment of “corporate lawyers” rather than “independent judges” to conduct litigation
and arbitration, as well as ISDS’ effect of outsourcing the U.S. government’s role in its own le-
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gal system.49 Warren is concerned that “the biggest multinational corporations in the world” will
be able to challenge the U.S. government, win property rights cases, and receive settlements comprised of taxpayer dollars “without ever stepping foot in an American court.”50 The ISDS procedure
would occur entirely within this international tribunal of non-state corporate lawyers and a decision
in favor of an MNC “cannot be challenged in U.S. courts” if the U.S. government finds reason to
appeal to decision.
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Scholars disagree on the nature and extent of both the benefits and downsides of this legal
apparatus. Rachel Wellhausen argues that foreign direct investment (FDI) in a state declines across
the board when the state is “facing public arbitrations,” because expropriation of one international
investor’s assets signals the danger of investing in said state to other investors.52 However, she argues
that it in the interest of a national government to support ISDS frameworks in trade agreements. If
the United States only expropriates assets from MNCs in situations that grant it revenue or decrease
government liabilities, the government will obtain “cheaper access to debt.”53 Such expropriations
include the government “unilaterally canceling a contract” to avoid returning a bond including
interest to an investor, assuming the property of an MNC without “due compensation,” or taxing the
MNC for assets not initially listed as taxable in the investment contract.54 Cheaper debt purchases
will make interest payments on that debt cheaper as well, and thus to Wellhausen, governments that
develop strategic expropriation techniques while using the ISDS system will have more flexibility
to sell bonds and use those loans to develop domestic business and infrastructure.
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To be sure, the author notes in an interview with the Washington Post that this “cheaper access to debt,” or in other words, easier process of attracting investment and paying it back, will
mostly benefit the developing nations participating in the Trans-Pacific Partnership.56 However,
Wellhausen ignores the fact that this investment must come from somewhere. Scholars arguing
the opposite position on ISDS emphasize that investment funds will flow from the United States
to developing nations in the TPP, thus the TPP investment provisions will create a disequilibrium
between outward FDI levels and the levels at which other countries will invest in the United States.
Opponents anchor this argument in projections of jobs offshored (moved from the United States to
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other countries) as a result of the TPP, a policy implication that will be discussed later in the examination of Trade Adjustment Assistance legislation. Economic projections support Wellhausen’s
claims about increased outward FDI but do not paint as unbalanced a picture as many TPP opponents present in their arguments. In a widely cited study of the TPP’s economic implications, Peter
Petri and Michael Plummer project that, all provisions held constant, the current TPP investment
guidelines will result in a $169 billion increase in “outward FDI stocks” but a $47 billion increase
in “inward FDI stocks” as well.57 These levels of outward and inward FDI are respectively 1.9%
and 1% over current levels, meaning the gap between outward and inward FDI levels is only slight
exacerbated by the TPP. 58
Curiak and Singh suggest that establishing ISDS in the TPP will only add another legal forum
option for multinational corporations (MNCs) wishing to file a suit against a national government.
Between NAFTA, the WTO, and the various other dispute settlement frameworks, MNCs will be
able to “forum shop” and pick the ISDS framework that best suits their interests and increases their
payoff from the dispute settlement.59 In effect, adding another ISDS framework to the mix would
“mitigate the marginal effect of mega-regional” trade agreements.60 For example, a Canadian MNC
to choose between the NAFTA, World Bank, or TPP framework if it were to sue the United States
government, as both Canada and the U.S. are members or expected members of all four frameworks.
John Kingery, an international trade consultant and former legal counsel to USTR, finds that
ISDS in the TPP will provide more institutional benefits to Asia-Pacific than it will incentivize “forum shopping.” The countries participating in TPP negotiations that are already party to multiple
FTAs or treaties with ISDS frameworks are the more developed of the 12 nations. For countries
Malaysia and Vietnam “not previously bound to... U.S.” high-standard dispute settlement frameworks, Kingery asserts, ISDS will “introduce the rule of law,” provoking these countries to improve
and further institutionalize their regulatory systems.61 Kingery’s argument implies that any sophisticated trade law framework in Asia-Pacific is more important than smoothing out every flaw in
such a framework.
Projected effects of ISDS’s inclusion in the Trans-Pacific Partnership are various, but scholars
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assessing the implications of excluding ISDS from an Asia-Pacific FTA arrive at similar conclusions. Trade experts note that the TPP would simplify trade in Asia-Pacific by rendering obsolete
the variety of overlapping and disagreeing FTAs in the region (known in the trade policy community
as the “noodle bowl.”)62 Chaisse and Hamanaka (2014) argue that the noodle bowl effect is even
more detrimental in the case of investment treaties and investment procedures included in FTAs
than it is in trade aspects of FTAs.63 They warn that forum shopping is inevitable in a noodle bowl
and that disproportionate power for MNCs and the emergence of “unexpected investor-state disputes” has and will continue to result from this forum shopping in the dispute settlement process.64
Logically, the two investment dispute experts project that sort out some of the negative effects”
including forum shopping and “stumbling blocks... created by overlapping FTAs.”65 Without an
ISDS framework in this trade agreement, the investment dispute settlement problems created by
the “noodle bowl” would persist and perhaps worsen.
Kingery suggests that effective recordkeeping and adherence to legal precedent in the TPP’s
ISDS system could make the framework a bit more attractive to skeptics. He explained that the
proposed ISDS framework in the TPP lacks a Secretariat, as the WTO has, to compile literature from
decided cases and ensure that the lawyers arbitrating in the dispute settlement body use previous
cases as roadmaps future investor-state disputes.66 In a discussion of dispute settlement over border
tax adjustments (internal excise taxes applied to imports), David Vincent clarifies that the WTO’s
legal entities are not bound by stare decisis, or the concept that “previous rulings bind panels and the
Appellate Body in subsequent cases.”67 The main existing framework to handle trade disputes is not
“obliged to maintain the legal interpretations it has developed in past cases,” and this characteristic
of trade dispute settlement bodies has, and would likely continue, to be applied in FTA-specific
ISDS tribunals.68 Thus one potential compromise on ISDS would involve instituting stare decisis,
supported by a legal reference system. However, this compromise could affect future U.S. trade
policy by requiring the U.S. to support stare decisis in future FTA dispute settlement frameworks,
or even retroactively in the WTO or NAFTA frameworks.
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4.4

Trade Adjustment Assistance

The day after Senators Wyden, Paul, and Hatch introduced the TPA bill, Rep. David Reichert [RWA] introduced Trade Adjustment Assistance (TAA) legislation, which would reauthorize TAA
and appropriate $2.7 billion over the next eight years to the program.69 TAA provides direct benefits and reemployment training to workers who have lost their jobs or a significant portion of their
income due to trade. Republican willingness to introduce this legislation suggests a willingness
to compromise on TAA, perhaps through a bipartisan agreement on funding levels or renegotiated
terms of qualification for TAA.70 Implementation of this compromise is likely since the Administration supports the passage of TAA legislation alongside passage of the 2015 TPA bill.71
While Democrats generally support this program, some Republicans criticize it as ineffective
because many workers in need are unaware of the program or how to apply for it.72 A 2012 study
from Mathematica Policy Research and Social Policy Research Associates supports this claim,
reporting that over the past decade, 38% of eligible workers who did not apply for TAA did so due
to “lack of information about the program or the application.”73 However, the study also determines
that the TAA program allowed for participating displaced or demoted workers to “almost entirely
[close] the gap in employment and earnings” relative to a statistically matched comparison group
of Unemployment Insurance (UI) claimants not eligible for TAA.”74 In other words, TAA benefits
are just as effective as general unemployment benefits.
Ultimately, the additional appropriated funding actually needed for the TAA program depends
on the Trans-Pacific Partnership’s job creation potential, on which economists and trade policy
practitioners disagree. As noted above, the TPP could offshore U.S. jobs to currency manipulating
countries, but the following scholarship considers the net job gain or loss resulting from the TPP as
a whole. Kingery projects that, contrary to the opinions of anti-TPP advocates, the massive trade
deal will not cause any significant amount of U.S. jobs to be offshored to member countries with
lower unionization levels, wage requirements, and environmental standards.75 In fact, Kingery even
considered that some jobs may be “re-shored” to the United States.76 Petri and Plummer, writing for
the Peterson Institute of International Economics, share this view by estimating that the TPP will
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gain $77.5 billion in income gains from the deal and clarifying that “an income gain of $121,000 is
roughly equivalent to creating an extra job.”77 This means that hypothetically, the TPP will create
640,000 new jobs in the United States, a talking point used frequently by the Administration to sell
the trade deal to the American public.78 However, these are job-equivalent units, not literal jobs.
Bergsten, another well-known PIIE economist, explained in an interview that there is consensus
in the economic and trade policy communities that “trade agreement does not unbalance, create,
or destroy job, it alters the composition of the workforce.”79 This suggests that the increased “jobequivalents” in the form of income actually measures the additional gains to high-skilled, capital
intensive firms, while lost jobs in labor-intensive sectors fly under the statistical radar. TAA could
ensure that these income gains represent real job gains, not simply job-equivalents.

4.5

Intersections Between Currency Manipulation and Dispute
Settlement

Interestingly, trade law scholars see a connection between combating currency manipulation and
establishing an effective dispute settlement framework in Asia-Pacific. Further, they consider that
existent frameworks with auspices over the region fail to kill these two birds with one stone, so
to speak, implying that a new multilateral FTA is necessary to address both of these issues effectively. Trade lawyer Marcus Sohlberg argues that the WTO Dispute Settlement Body would provide
“unsuitable” legal forum to the U.S. and “would fail to provide an effective remedy” for Chinese
currency manipulation if the U.S. contested the legality of RMB undervaluation at the WTO.80
Sohlberg notes, as this paper notes above, that WTO law conceptualizes currency manipulation as
an export subsidy and/or import tariff and thus wholly a trade issue.81 For a policy to qualify as
an export subsidy in the WTO, the policy must be “contingent upon export performance” in the
transgressing country, meaning the transgressing government rewards only export-oriented firms
with the subsidy.82 Since “the effects of the lower-valued RMB are felt throughout the whole Chinese economy,” China’s currency manipulation is not only an export subsidy. Thus, a legal body
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(unlike the WTO) that can scrutinize the entirety of the Chinese monetary and economic systems
is better suited to address the currency manipulation problem. ISDS is a system constructed for
multinational corporations to sue the governments of countries in which they have investments. If
a country undervalues its currency, the price of doing business in said country is cheaper than in
the United States, so suing the Chinese (or Japanese, Singaporean, or Malaysian) government may
not be in an “investor’s” best interest.83 However, Sohlberg’s examination of currency manipulation and the WTO’s arbitrational inadequacy implies that any new trade deal should create a strong
bilateral dispute settlement system alongside its ISDS system. Scholars not assessed the TPP’s bilateral dispute settlement capacities in depth, but bolstering any such system could be another route
to compromise.
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Pharmaceutical Copay Assistance Programs and Patient
Drug Choice: Biological Specialty Drugs
Abstract
In an effort to manage prescription drug spending, health insurers design tiered copay schemes
that steer patients towards buying lower-price drugs. In response, pharmaceutical companies issue
coupons (called copay cards) that can lower the high copayments insurers assign to non-preferred
drugs. This paper exploits the lifting of a ban on coupons in Massachusetts effective July 2012.
The paper examines the effect of the ban lift on patients’ choice of drug brand as well as changes in
the cost burden shared by insurers and patients. I use pharmacy claims data for biological specialty
drugs that treat Multiple Sclerosis and Rheumatoid Arthritis to examine the effect of copay cards on
insurers’ costs and patients’ purchasing behavior. I find that brand names that introduced coupons
following the ban lift saw a 16% increase in the number of prescriptions (scripts) and patients
per quarter relative to brand names that did not offer coupons. Moreover, I find evidence that the
likelihood that a transaction had a coupon increases with the copayment. Lastly, I find that for a
given drug brand, following the ban lift, transactions with a coupon also had higher copayments.
This fact suggests that the introduction of coupons in Massachusetts was offset by a decrease in the
share of the drug cost covered by the insurer, resulting in no change in the patient’s out-of-pocket
payment.
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K EYWORDS: Tiered co-pay schemes, co-pay offset programs, prescription drug choice, pharmaceutical pricing, and coupons
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5.1

Introduction

Unlike in perfectly competitive markets, pharmaceutical prices are set well above marginal cost to
compensate for high research and development (R&D) costs. Additionally, demand for healthcare
products is distorted because consumers only face a small portion of the drug cost. In particular,
consumers might pay a copay, or a fixed amount, for the drug, and the insurer will cover the rest
of the cost. The copay of the drug depends on the copay scheme of the insurer, which is often
segmented into tiers. A typical tier structure might look as follows: generics, preferred brands,
and off-patent and non-preferred brands. Drug manufacturers that can negotiate lower prices for
the insurer are placed in the first two tiers. In order to incentivize patients to buy favorably tiered
drugs, insurers will make the copays for drugs in those tiers lower. For example, the out-of-pocket
(OOP) cost for a generic statin to lower cholesterol will be lower than that of a brand name drug.
In an effort to circumvent the tiered copay system, drug manufacturers can directly offer insured
patients a coupon, sometimes called a copay card, to lower their OOP cost. For example, consider a
brand name drug that costs $150 and a generic alternative that costs $100. A patient’s copayments
for the two drugs are $50 and $30, respectively. Without the coupon, a patient who is indifferent
between the brand and generic drug will choose the generic medication. This scenario results in
the insurer paying $70 for the prescription. If the brand drug manufacturer gives the patient a
coupon that reduces the OOP cost to $30, he is more likely to choose the brand name drug and the
insurer will pay $100. In this case, the brand drug manufacturer helps the patient to pay for $20 of
copayment and earns $100 from the insurer. This illustrated example shows how manufactures of
non-preferred drugs can use coupons to steer patients to buy their product.
According to Zitter Health Insights Co-Pay Offset Monitor, about 700 brand-name drugs offered
coupon programs in 2014, constituting an increase of 61% in less than two years. Even though
coupon programs accounted for less than 5% of all dispensed prescriptions, more than one-third of
biological specialty drug transactions used a copay card in 2014. The use of copay cards, however,
0 Specialty pharmacy scripts refer to medications that require special handling and auxiliary services to treat diseases
such as: cancer, cystic fibrosis, immune deficiency, multiple sclerosis, osteoarthritis, and rheumatoid arthritis.
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varies drastically by therapeutic class. For Rheumatoid Arthritis (RA), which accounted for about
half of specialty pharmacy scripts, the percentage of prescriptions with a copay offset was 56% in
the third quarter of 2013. Without a coupon, the average copay for an RA script was $60 while
with a coupon, the copay is only $0-$5. For Multiple Sclerosis (MS), which accounted for about a
quarter of specialty scripts, 28% of prescriptions had a copay offset. The average co-pay for an MS
script was $76, but coupons reduced patients’ OOP cost to about $10.
The rising prevalence of coupon programs may be partially explained by the rise in high copay and coinsurance tiers. According to the Kaiser/HRET Survey of Employer-Sponsored Health
Benefits (2013), the distribution of covered workers facing different cost-sharing formulas for prescription drug benefits has seen a significant increase in the number of plans with four or more tiers.
In 2013, the share of such plans was 23%, up from 14% in 2012. The shift towards fourth-tier copay
tiers requires patients to cover a larger portion of the cost. In this sense, pharmaceutical coupons
can help lower patients’ OOP cost for biological specialty drugs that are not covered by their insurance. If tiered copay schemes depend on copay differentials, however, then it is important to assess
the effect of this rise in drug coupons on insurers’ costs and patients’ purchasing choices.
The main debate surrounding pharmaceutical coupons concerns their potential to undermine
the tiered copay system. Critics of copay programs claim that coupons induce consumers to purchase more expensive drugs, thereby making insurers charge higher premiums and increasing total
healthcare costs. On the other hand, proponents of copay cards assert that coupons make medications more affordable to consumers and improve drug compliance. This paper tests the hypotheses
of whether coupons induce purchases and whether they change how the cost of the drug is allocated across patients and insurers. Towards this end, I present an empirical evaluation of the effect
of coupons on the number of scripts sold and the cost covered by the patient and the insurer. The
central question is if coupons actually reduce patients’ out-of-pocket cost or do insurers simply
rearrange copay amounts so that consumers end up paying the same as without coupons.
I rely on pharmaceutical data for biological specialty drugs that treat Multiple Sclerosis and
Rheumatoid Arthritis provided by a healthcare research company called Zitter Health Insights. In
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the data, I observe national retail dollars and unit sales of each script at quarterly frequency from
January 2012 to June 2014. My data set includes information on over 2,056,557 prescriptions and
1,421,127 patients. This data set contains information on the medication, including its trade name,
whether it is brand or generic, the disease it is used to treat, and whether it is a refill; it also includes
the zip code of the pharmacy where the drug was sold, the specialty of the prescribing physician,
the total cost of the drug, and the amount covered by insurance, patient, and coupon.
My empirical strategy exploits a policy change that repealed the ban on using coupons to purchase biological specialty drugs in Massachusetts. Figure 5.1 shows the mean portion of transactions that used a coupon in Massachusetts and the rest of the U.S. over each quarter. The data
demonstrates that before the ban is lifted, the average share of transactions involving a coupon was
zero whereas after the ban lift, the number steadily increases in a similar fashion to the rest of the
United States. If a similar chart is plotted for comparison states like New Hampshire or Rhode
Island, no such trend is found (see Appendix section 9.1). This paper exploits this change in policy
to isolate the effect of coupons on health spending in Massachusetts. Using sources of variation in
the offering of coupons by drug companies after the ban lift in a difference-in-differences method,
I can estimate the ban lift’s effect on the number of scripts sold. Moreover, the variation among
coupon use in transactions for the same brand name allows me to also examine whether coupons
change the share of the drug cost covered by insurers.
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Figure 5.1: Average rate of coupon use by quarter1
I find that companies that distributed coupons in Massachusetts after the ban lift saw an increase of 1,339.6 in the number scripts sold per quarter, corresponding to a 15.8% increase relative
to companies that did not offer coupons. Similarly, companies that distributed coupons had an
increase of 866.3 patients per quarter, corresponding to a 15.9% increase. Based on changes in
copay structures, my analysis finds that the redeemable coupon amount is offset by an increase in
copays. This indicates that on net there is almost no change in patients’ out-of-pocket costs. This
paper is organized into the following sections. Section 2 provides a brief overview of the Massachusetts copay ban and biological specialty drugs. In Section 3, I review the relevant literature in
three sections: papers that study the impact of tiered copay structures on healthcare costs, papers
that examine company advertising strategies, and a paper that conducts a welfare analysis of drug
coupons. Section 4 discusses the data set, how I construct my sample, and how I define variables of
interest. Section 5 describes my empirical methodology, particularly the difference-in-differences
strategy and other econometric models. In Section 6, I explain the results of the regressions and
show the effects of the Massachusetts coupon ban lift on drug sales and patient cost. Section 7
1 Notes:

Percent of transactions with coupon equals the sum of transactions where the patient had a coupon amount
that was greater than zero divided by the total number of transactions that quarter. Discontinuity reflects the lifting
of the ban on coupons in Massachusetts. Unless otherwise noted, all data comes from Zitter Health Insights, Copay
Offset Monitor, Pharmaceutical Transaction Data.
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concludes with a discussion of copay cards and directions for further research.

5.2

Background

This paper exploits a recent overturn of an amendment in Massachusetts that outlawed the use of
coupons in pharmacy transactions. Before 2012, Massachusetts was the only state to outlaw the
use of drugs coupons. “The Massachusetts statute (Mass. Gen. Laws ch. 175H, Âğ 3) contains a
broad prohibition on soliciting, receiving, offering, or paying remuneration in return for purchasing,
or to induce a person to purchase, any good, facility, service, or item for which payment may be
made by a healthcare insurer” (Lovells, 2015). On July 8, 2012, Governor Deval Patrick signed
the Massachusetts budget bill, which contained a provision lifting the state’s anti-kickback law.
The new law allows for the limited use of copay cards and other coupons with the purchase of
biologicals and brand name drugs with no generic alternatives. This new provision, effective July
1, 2012, applied to all Massachusetts residents except for those enrolled in Medicare, Medicaid,
and other federal health care programs that are still subject to federal anti-kickback laws.
At this point, it is worth mentioning why biological specialty drugs are given special treatment
under the law. Unlike other drugs, biological specialty drugs lack generic alternatives because an
FDA review and approval procedure for biosimilars (generic versions) is still in the process of being
developed. This means that Massachusetts’s residents suffering from illnesses like Rheumatoid
Arthritis (RA) or Multiple Sclerosis (MA) could have experienced a significant drop in their outof-pocket costs for drugs in the third quarter of 2012. This exogenous policy change serves as a
natural experiment to examine the effect of copay cards on insurers’ costs. In particular, this paper
will test the hypothesis that insurers in Massachusetts absorbed the shock of the ban lift by simply
raising the copay band of patients whose net OOP expense remained constant. The paper also
examines the change in the composition of patients’ purchasing behavior to see if they substitute
drugs that do not offer coupons for those that do.
The data in this paper focuses exclusively on medications for two diseases, which deserve a brief
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discussion. The first is Multiple Sclerosis (MS), which is considered to be an immune-mediated
disease in which the body’s immune system attacks the central nervous system. In particular, the
immune system attacks myelin, which is the fatty substance that surrounds and insulates the nerve
fibers, distorting nerve impulses traveling to and from the brain and spinal cord and producing a
variety of symptoms. The second disease is Rheumatoid Arthritis (RA), which is also considered
to be an autoimmune disorder in which the immune system mistakenly attacks a patient’s joints
causing painful inflammation and damage.
Multiple Sclerosis does not have a cure, but there are treatment options that slow down the
course of the disease. Taken on a long-term basis, medications can reduce the severity of relapses
and the accumulation of lesions. The majority of MS medications are biologicals, which means
that they are genetically engineered drugs that provide patients with substances that are naturally
produced by the body’s immune system. So far, experts have found that the immune system protein
interferon beta is effective in treating MS. My data set contains four drugs of this form: Avonex,
Betaseron, Extavia, and Rebif. Table 5.1 compares the mode of administration and administration
intervals for drugs that treat MS. The table shows that drugs are taken in intervals that range from
twice a day to every four weeks, administered by mouth or by injection. The main takeaway from
this table; however, is that there is no clear winner for ease of use and that medication choice largely
depends on physicians’ advice and individual preference. Nevertheless, it is worthwhile to note that
since these medications take a few months to work, switching drugs leaves patients unprotected for
long periods of time.
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Table 5.1: Multiple Sclerosis medications: mode of administration and administration intervals2

Rheumatoid Arthritis also has no cure. Medications can only reduce inflammation in joints to
relieve pain and prevent or slow joint damage. Patients have four main medication options: antiinflammation drugs, steroids, disease-modifying antirheumatic drugs, and biologicals. As noted
earlier, the majority of drugs in my data set are biologicals, which interfere with biologic substances
that cause or worsen inflammation. Similar to Table 5.1, Table 5.2 compares routes of delivery
and frequency of medications that treat RA. Because drugs vary wildly across these two factors,
there are no direct substitutes and drug choice rests heavily on doctors’ orders. Clinical research
and experience suggest that these drugs also exhibit meaningful differences in their efficacy and
safety, and that switching between biological therapies is not advisable. The fact that consumer
drug choice is relatively sticky and that patients can incur switching costs means that coupons that
induce purchases can have a significant effect on pharmaceutical companies’ profits and insurers’
costs.
2 Notes:

Some drugs may have alternate routs of delivery. Information about drugs is taken from the National
Multiple Sclerosis Society.
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Table 5.2: Rheumatoid Arthritis medications: mode of administration and administration intervals4

5.3
5.3.1

Related Literature
Multi-tiered copay schemes

The first section of the literature review contains papers that assess the extent to which tiered copay
schemes are successful at managing consumer behavior. The relevance of tiered copay structures to
drug coupons rests on the following conjecture: if the success of insurance cost-sharing programs
relies on copay differentials, then the introduction of coupons could undermine their effect. Rector
et al. (2003) develops an empirical framework to study whether tiered prescription copayments
affect patients’ use of preferred brand medication. In particular, the paper tests whether financial
incentives in drug formularies are effective in getting patients to buy preferred drugs. The authors
employ a longitudinal logistic regression analysis of pharmacy claims from 1998 and 1999 comparing concurrent groups that were or were not exposed to tiered copayments. The study focuses
on enrollees in four independent physician practices across three main therapeutic classes: ACEI,
PPI, and STATIN drugs. The study showed that tiered prescription copayments correspond to a
statistically significant increase in the use of preferred brands of ACEI, PPI and STATIN over time.
In a similar study, Gilman and Kautter (2008) assess the impact of multitiered copayments on
4 Notes:

Some drugs may have alternate routs of delivery. Information about drugs is taken from the National
Multiple Sclerosis Society.
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the use and cost of prescription drugs among Medicare beneficiaries. The paper compares individuals enrolled in retirement health plans with one tier to those enrolled in plans with three tiers,
and finds that the latter group had lower total drug expenditures, fewer prescriptions filled, and
higher out-of-pocket costs than individuals in lower tiered plans. The portion of generic prescriptions was also higher among the three-tiered group. Additionally, the authors look at the effect of
cost sharing on the use of medications that treat chronic conditions. They find that while tiers are
effective at lowering drug expenditures among Medicare beneficiaries, they are less effective in influencing the behavior of patients who have chronic conditions. The implication of these papers is
that copay differentials are an important determinant in consumer purchasing behavior. This means
that coupon programs bear the potential of steering patients towards non-preferred brands, thereby,
circumventing the tiered copay scheme.
Dickstein (2014) develops a model of physician and patient incentives in prescription drug
choice. The paper addresses two main distortions in the market for prescription drugs: (i) consumer
moral hazard problem stemming from the fact that patients do not face the full cost of the drug, (ii)
asymmetric information as physicians know more about the severity of patients’ condition. The
paper seeks to resolve whether the benefits of higher cost sharing, which come in the form of lower
short-term costs, outweigh the unintended potential consequence of lower adherence rates, which
can raise health costs in the long run. Dickstein uses variation in three plan types, PPO, HMO, and
Capitated HMO, to identify the effect of different cost sharing structures on physician prescribing
choices between brand and generic medications that treat depression.
To address the problem of self-selection bias, Dickstein restricts the sample to patients who
are newly diagnosed with depression, and as a result are less likely to select a health plan based
on copay amounts. He finds that physicians facing capitation elect psychotherapy at higher rates
and are more likely to prescribe generic brands. However, plans with high degrees of cost sharing
also have the poorest rates of adherence, which may lead to costly relapse. This paper serves as a
good starting point for understanding the tradeoffs between higher cost sharing, in the absence of
coupons, and potentially lower compliance rates that are associated with patients not being able to
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afford their medications. Unlike this paper which focused on the prescribing behavior of physicians,
my paper will address the purchasing behavior of patients through variation not in plan structure
but in coupon use.

5.3.2

Pharmaceutical pricing strategy

The next section of the literature review surveys papers that examine company-advertising decisions. The first paper focuses on the advertising cycle of pharmaceutical companies in the face of
patent expiry. The second paper assesses the empirical validity of theories for why manufacturers
offer coupons. Bhattacharya and Vogt (2003) propose a dynamic model to explain why branded
pharmaceutical prices rise after their patents expire and generics enter the market. The model predicts a pattern of rising prices and diminishing advertising over a drug’s life cycle. The logic behind
this is that initially pharmaceutical firms build the public’s stock of knowledge about their drug,
and then they take advantage of it and of physicians’ sticky prescribing habits. Even though generic
entry should force the price of branded drugs down, the model of knowledge diffusion predicts that
a brand’s knowledge stock will outweigh the competitive force on prices. The author test the predictions of the model using data on beta-blockers, using time to expiry as an instrument that affects
pricing and advertising but is not correlated with demand. They find confirmation for price dynamics based on the accumulation of knowledge stock for branded drugs. The patent life of drugs is
an important factor to consider when assessing a firm’s decision to offer coupons. Specifically, if
the patent on a brand name drug is close to expiry and the company is worried about competition
from generics, it might be willing to offer coupons to compensate for the copay differential to stop
consumers from switching to the generic version.
Expanding on the question of companies’ advertising strategies, Nevo and Wolfram (2002)
explore the question of why manufacturers issue coupons. The paper is an empirical analysis of the
market for breakfast cereals, a highly concentrated stable oligopoly. The authors seek to assess the
empirical validity of four major explanations: (i) price discrimination, (ii) fluctuating demand, (iii)
retailers’ objectives and costs, and (iv) cross-brands effects. To do so, they compare shelf prices in
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given cities and quarters for which a coupon was distributed for a particular brand and other cities
in which a coupon was not distributed.
Nevo and Wolfram find that shelf prices are lower during periods when coupons are available.
This is in support of models of price discrimination in oligopoly settings that suggest inter-brand
competition that causes all prices to be lower than the uniform (nondiscriminatory) price. They
also find that coupons are used most intensely at the end of manufacturers’ fiscal years when brand
managers are trying to meet sales targets. Finally, they find a positive correlation between lagged
coupon use and current sales, suggesting that coupons are used to encourage purchases. In addition
to providing a useful way to think about the return on coupon marketing campaigns, this paper raises
questions about the long-term implication of drugs coupons. In particular, can copay card programs
result in price discrimination if consumers self-select into groups that do and do not use coupon?
Are drug coupons a “foot-in-the-door” loyalty program to get patients on drugs and prevent them
from switching when a generic alternative becomes available? While the scope of this paper does
address these broader questions, these questions should still be raised when discussing the welfare
implication of coupons.

5.3.3

Contribution

Though coupons in retail markets have received considerable attention from economists, there has
been no significant study on the effect of pharmaceutical coupon programs. One paper that seriously
addresses this question is Lee (2013), which presents a welfare analysis of coupons in pharmaceuticals. This paper seeks to address two questions: (i) how coupons impact the agency problem
of consumers not facing the full cost of drugs, and (ii) how the ability of drug manufacturers to
target coupons to particular types of consumer affects their profitability. Using data from the IMS
Health on dollars and unit sales of different molecule/form/strength combinations at monthly frequency from January 2003 to August 2011, Lee compares outcomes under random versus targeted
distribution of coupons and allows pharmaceutical companies to change their prices in response
to coupons. After running counterfactual simulations, Lee finds a net drop in welfare because the
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increase in insurance costs exceeds the increases in consumer surplus due to lower copayments.
Additionally, the paper concludes that pharmaceutical companies that distribute coupons can rely
on consumers to self-select into groups to achieve price discrimination and increase profits.
My paper contributes to the existing literature by exploiting an exogenous policy change that
presents opportunities to compare treatment and control observations across multiple periods. This
difference-in-differences strategy, which will be explained in detail in section five, allows me to
isolate the effect of coupons on each drug’s total number of scripts and patients per quarter. Additionally, this paper exploits variations in coupon use for the same trade name to determine how
coupons change the cost burden of insurers and patients. This setup of a natural experiment provides more causal evidence on the effect of coupons on consumer copayments and insurers’ health
costs.

5.4
5.4.1

Data
Description of Sample Construction and Variables of Interest

What I observe in the data:
This paper uses claims data for biological specialty drugs that treat Multiple Sclerosis (MS) and
Rheumatoid Arthritis (RA). The data was obtained from Zitter Health Insights, a healthcare research firm that consults life science companies. In the data, I see transactions associated with 27
drug brands from across the country, but the time stamp on each transaction is only associated with
the quarter and the year to preserve privacy. At the prescription level, I am able to observe the drug
name, whether it is brand or generic, the disease it is used to treat, whether it is a refill, the zip code
of the pharmacy where the drug was sold, the specialty of the prescribing physician, the total cost
of the drug, and the amount covered by insurance, patient, and the coupon.
The data set described above does not provide a way to identify individuals so it is not possible
to track purchasing decisions longitudinally. Because individuals are de-identified, the data also
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does not include information on patients’ general health status. Even though there is a variable to
indicate whether the consumer involved in the transaction is insured, there is no detailed information
on the insurance type or extent of coverage. As such, there is no way of telling which tier a drug is
classified under, though usually drugs in high copay bands are considered to be in higher tiers. As
can be seen in the last row of Table 5.3, the data set has 495,940 observations for MS and 842,042
observations for RA, resulting in a total of 1,337,982 transactions from across the United States.
Some of these transactions involve multiple scripts and patients. Table 5.3 provides a breakdown
of transactions on the patient and script level across time for each drug class.
Table 5.3: Sample size in terms of transactions, patients, and scripts5

How I construct the subsample:
The results in this paper come from a sample of 63,736 transactions with zip codes in Massachusetts.
In addition, I restrict my attention to individuals with insurance. Table 5.4 categorizes transactions by coverage type. As can be seen from the second row fourth column, 99.25% of the data is
composed of individuals with insurance. The reason I exclude people without health insurance is
5 Notes:

Sample consists of all transactions from across the U.S. for all patients, including non-insured individuals,
from 2012Q1-2014Q2.
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because coupons are only offered people with health insurance. Including noninsured in the noncoupon users “control” group will bias the results because the characteristic of having insurance is
not orthogonal to health spending.
Table 5.4: Data cross-section by type of insurance coverage6

Variables of interest:
Table 5.5 shows basic statistics for the main variables in the data set. The unit of observation is
the transaction, which may involve more than one script and patient. The first string variable is
the name of the drug. The next two variables are indicators that equal one if the drug sold in the
transaction is brand (versus generic) or if the drug is used to treat MS (as opposed to RA) and zero
otherwise. As can be seen from the second row third column of Table 5.5, 99.8% of transactions
involved brand name drugs, as expected in the case of biological specialty drugs. Row 3 column
3 shows that 37% of transactions involved medication used to treat MS while the remaining 63%
of transactions involved drugs that treat RA. The next string variable specifies the zip code of the
pharmacy where the transaction took place from all across the nation. The zip code variable proves
to be extremely important in the ensuing analysis because it provides a way to separate observations
from Massachusetts in the pre- and post- ban period.
6 Notes:

Sample consists of all transactions from across the U.S. for all patients, including non-insured individuals,
from 2012Q1-2014Q2.
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Table 5.5: Descriptive Statistics7

The fifth row is a variable that equals one if the transaction is for a refill prescription. As can be
seen from the fifth row third column of Table 5.5, 61% of the transactions involved refills as opposed
to new prescriptions. The variable in row six of Table 5.5 specifies the specialty of the prescribing
physician, which varies across 140 categories. The next two variables indicate the number of scripts
and patients involved in every transaction. In order to get cost information on a per unit basis, I
divide the total cost variables (rows 9-13 of Table 5.5) by the product of the total number of patients
and scripts per transaction. For example, when I do this operation on the variable total_spend ($)
from row 9, I obtain the variable total_spend per script in row 14, the average of which was $4,425
for a one-month supply of drugs that treat MS and RA. I do the same procedure to the rest of the
cost variables (rows 10-13), which specify the amount covered by the insurance, the consumer, the
coupon, and a charitable subsidy in that order.
Out of the $4425 average total cost for a one-month supply of both medication types, the insurer
7 Notes:

Table 4 only shows variables that were provided in the original dataset. Sample consists of all transactions
from across the U.S. for all patients, including non-insured individuals, from 2012Q1-2014Q2.
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covers on average $4141 per script. The standard deviation for both of these numbers is roughly
$3000. The maximum drug cost is $142,815 while the maximum insurance payment is $135,674.
While the insurer pays an average of about $4000 per script, the patient’s average out-of-pocket is
only $109 (with a standard deviation of $340 and a maximum of $75,133). The average amount
of coupon assistance from the drug manufacturer is $42 (with a standard deviation of $270 and a
maximum of $13,252), which constitutes roughly half of the patient’s copay. Lastly, row 18 of table
5.5 gives summary statistics for the dollar amount that patients receive in the form of subsidies from
charitable organizations. The average assistance from non-pharmaceutical companies is only $3.
Because the magnitude of donations is insignificant compared to the total cost of the drug (on the
order of $4000), it will not be featured in the ensuing analysis.
Variables I constructed:
In addition to per unit cost variables, I create the following aggregate variables: Total_Scripts is
the sum of the number of scripts (can be found in Table 5.5 row 8) per quarter for each drug,
classified into two groups of brands that offered coupons after the ban lift and those that did not.
Total_Patients is the sum of the number of patients (can be found in Table 5.5 row 7) per quarter
for each drug, split into the same two groups as above. To run to the difference-in-differences regression, I also needed to create the following dummy variables: Treat signifies that the transaction
involves a brand that offered coupons after the ban lift, Post signified that the transaction took place
in MA after the ban lift, and Treat*Post is the interaction variables that equals one offered coupons
and the transaction occurred in Massachusetts after the lift.
Another important discrete random variable is Copay_Band, which takes on seven possible values copay range from $0 - $25 to $1000 AND UP as detailed in table 5.6. Even though Copay_Band
is a truncated variable, there is a separate copay variable that allows us to observe the exact copay
amount the patient was expected to pay out-of-pocket in each transaction. Lastly, I construct variables to quantify the cost burden of each party. Each variable equals the amount paid by the player
divided by the total cost of the drug as shown in the Appendix section 9.2.
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Table 5.6: Possible values that the Copay_Band variable can take and their corresponding value8

5.4.2

Summary Statistics

Figures 5.2 and 5.3, which show the average price for a one-month supply of Multiple Sclerosis
and Rheumatoid Arthritis drugs, demonstrate that drug brands can vary significantly in prices. The
average price of a one-month supply of MS medication is $4,726, while the average price of a
one-month of RA medication is $3,529. The high price of these biological drugs emphasizes the
importance of insurance coverage and the potential role for coupons to influence patients’ choices.

Figure 5.2: Average prices of Multiple Sclerosis drugs
8 While

Copay_Band is a discrete random variable, the data set also contains a non- truncated version that specifies
the exact copayment for each transaction.
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Figure 5.3: Average prices of Rheumatoid Arthritis drugs
Figures 5.4 and 5.5 group drug brands into two groups: those with prices above the average and
those below. In this case the two drug treatments exhibit different behaviors. For MS, the drugs
with above-average prices issued fewer coupons in Massachusetts after the ban lift, while for RA
drugs with above-average prices issued slightly more coupons.

Figure 5.4: Rate of coupon use in MA for Multiple Sclerosis by drug price
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Figure 5.5: Rate of coupon use in MA for Rheumatoid Arthritis by drug price9
Despite their high costs, most biologicals have copays that are less than $100. The last rows of
Tables 5.7 and 5.8 show the percentage of transactions across all states that fall across the copay
bands. Adding the percentages for each column, we see that for Multiple Sclerosis, 88% of transactions fell within the $0 - $100 copay range and for Rheumatoid Arthritis, the cumulative share of
transactions that fell within that range is 83%. The main takeaway from this table is that the majority of copays are less than $100, meaning that the insurance company covers almost the entire cost
of the drug. However, the next tables show that coupons start to play a major role precisely when
copays exceed $100.
9 Notes: Drug brands whose average price was above the mean price for all trade names is considered expensive
and those with below average price are classified as cheap.
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Table 5.7: Distribution across copay bands for transactions involving Multiple Sclerosis (MS) drugs

Table 5.8: Distribution across copay bands for transactions involving Rheumatoid Arthritis (RA)
drugs.

Tables 5.9 and 5.10 show the breakdown of dollar amount spent on coupons by pharmaceutical
companies across these copay bands. Over the period of 2012Q1-2014Q2, pharmaceutical companies spent $21,728,771 on coupons for MS medication, constituting 1% of total transaction costs.
Alternatively for RA drugs, pharmaceutical companies spent $95,702,287 on coupons, which represented 2% of total transaction costs over the period. It is important to note that more coupons
are redeemed in transactions that involve drugs with copays of $101 and up. In particular, the last
rows of tables 5.9 and 5.10 show that for MA, 83% of the total amount spent on coupons fell in this
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range and for RA it was 76%.
Table 5.9: Percent total dollars spent on coupons by pharmaceutical companies across copay band
for MS, 2012Q1 - 2014Q2

Table 5.10: Percent total dollars spent on coupons by pharmaceutical companies across copay band
for RA, 2012Q1 - 2014Q2

Tables 5.11 and 5.12 show the share of the drug cost born by insurers and patients by copay
band. The second to last row in both tables show that the insurer’s coverage of drug cost significantly
drops in extreme copay categories of $500 or more, where the majority of coupons are redeemed.
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Table 5.11: Cost burden born by insurer, consumer, and manufacturer for Multiple Sclerosis

Table 5.12: Cost burden born by insurer, consumer, and manufacturer for Rheumatoid Arthritis

Table 5.13 and 5.14 show which pharmaceutical companies spent the most on coupons in 2013.
In addition, it lists the companies’ sales and relative market share ranking for that year. Both tables
show that there is discernable variation among the brand names in the percent of national transactions with a coupon. Secondly, we see that for MS, the biggest market player Copaxone is also the
one with the highest percentage of coupons, but that other big players like Avonex and Gilenya had
very few transactions with coupons in the 2013 data. Meanwhile Tecfidera and Ampyra, who had
large percentage of transactions with coupons, had relatively low sales figures in 2013. For RA, the
correlation between coupon offering and market size seems clearer. Specifically, the two biggest
players Humira and Enerbal are also the ones whose transactions had the most coupons redeemed,
while the rest of the brands had less coupons and lower sales figures.
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Table 5.13: Multiple Sclerosis drugs brands: coupon use, sales, and relative market size ranking10

Table 5.14: Rheumatoid Arthritis drugs brands: coupon use, sales, and relative market size ranking12

In order to exploit the variation in coupon offering in Massachusetts after the ban lift, I had to
first identify which brands offered coupons and which ones did not. Table 5.15 shows the percent of
transactions in Massachusetts with coupons from 2012Q1 to 2014Q2 for each drug brand. As can
be seen from the first three rows of the first table, the three MS brands that began to offer coupons
after the ban lift are Ampyra, Aubagio, and Tecfidera. By contrast, for RA, all but the last three
brand names, Acterma, Kineret, and Methotrexate, started offering coupons after the ban was lifted.
10 Notes:
12 Notes:

Sales and market share figures come from Genetic Engineering & Biotechnology News.
Sales and market share figures come from FiercePharma industry report.
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Table 5.15: Percent of transactions with coupon in Massachusetts for Multiple Sclerosis and
Rheumatoid Arthritis drugs14

5.5

Empirical Methodology

This paper uses three main identification strategies that will be discussed in turn. First, I employ
a difference-in-differences approach that only uses insured individuals in Massachusetts because
coupons are only offered to people with insurance. This approach relies on the fact that some
pharmaceutical firms did not offer coupons even after the ban was lifted, at least not in the time
frame of the study (see Table 5.15). This variation in coupon offering presents a natural division
between control and treatment firms. The following equations were used to analyze the effect of
coupons on two dependent variables of interest:

𝑇 𝑜𝑡𝑎𝑙_𝑆𝑐𝑟𝑖𝑝𝑡𝑠𝑖𝑡 = 𝛼0 + 𝛼1 𝐷𝑟𝑢𝑔_𝐵𝑟𝑎𝑛𝑑𝑖 + 𝛼2 𝑄𝑢𝑎𝑟𝑡𝑒𝑟𝑡 + 𝛼3 𝑇 𝑟𝑒𝑎𝑡𝑖 ⋅ 𝑃 𝑜𝑠𝑡𝑡 + 𝜉𝑖𝑡
14 CIMZIA

observations.

(5.1)

KIT, METHO SODIUM, OTREXUP, and SIMPONI ARIA are excluded because they have less than 5
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𝑇 𝑜𝑡𝑎𝑙_𝑃 𝑎𝑡𝑖𝑒𝑛𝑡𝑠𝑖𝑡 = 𝐵0 + 𝐵1 𝐷𝑟𝑢𝑔_𝐵𝑟𝑎𝑛𝑑𝑖 + 𝐵2 𝑄𝑢𝑎𝑟𝑡𝑒𝑟𝑡 + 𝐵3 𝑇 𝑟𝑒𝑎𝑡𝑖 ⋅ 𝑃 𝑜𝑠𝑡𝑡 + 𝜖𝑖𝑡

(5.2)

Where 𝑇 𝑜𝑡𝑎𝑙_𝑆𝑐𝑟𝑖𝑝𝑡𝑠 is sum of scripts for drug 𝑖 in quarter 𝑡, 𝑇 𝑜𝑡𝑎𝑙_𝑃 𝑎𝑡𝑖𝑒𝑛𝑡𝑠 is sum of patients
for drug 𝑖 in quarter 𝑡, 𝐷𝑟𝑢𝑔_𝐵𝑟𝑎𝑛𝑑 are fixed effects to pick up characteristics of drug brands that
are constant over time period, 𝑄𝑢𝑎𝑟𝑡𝑒𝑟 are fixed effects to capture time trends, Treat is a binary
variable that equals one if the drug company offered coupons after the ban lift and zero otherwise,
and 𝑇 𝑟𝑒𝑎𝑡 ⋅ 𝑃 𝑜𝑠𝑡 is an interaction term and the variable of interest.
Note that this strategy relies on the assumption that firms that started offering coupons after
the ban lift and those that did not exhibit parallel trends in the period before the ban was lifted.
The difference-in-differences approach isolates the effect that offering coupons had on the sales of
pharmaceutical companies, both in terms of number of scripts and number of patients per quarter.
In essence, this approach subtracts the change in the number of scripts and patients experienced by
brands that did not offer coupons (the first difference) from the change experienced by those that
did offer coupons (the second difference) in order to not attribute the effect of time passage to the
introduction of coupons.
The second estimation strategy exploits variation in coupon use among transactions for the
same drug. Even for a drug that had a coupon program after the ban lift, not all patients redeemed a
coupon in transactions involving that drug. This portion of the analysis is restricted to observations
of insured patients in Massachusetts after the lifting of the ban. The comparison of transactions
with and without a coupon allows me to assess how the cost burden shouldered by the insurer and
the patient changes after the introduction of coupons.
In order to estimate the effect of coupons on patients’ copay band, I first employ a multinomial
logit model to estimate the probability that a transaction with a coupon will land in one of the
following seven copay bands. The corresponding regression equation is:

Pr (𝐶𝑜𝑝𝑎𝑦_𝑏𝑎𝑛𝑑 = 𝑧) = 𝛾0 + 𝛾1 𝐶𝑜𝑢𝑝𝑜𝑛𝑖 + 𝛾2 𝑀𝑆𝑖 + 𝛾3 𝑅𝑒𝑓 𝑖𝑙𝑙𝑖 + 𝜖𝑖𝑡

(5.3)

Where 𝐶𝑜𝑝𝑎𝑦 band is a discrete dependent variable that takes on seven possible values (see Table
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5.6), 𝑖 stands for transaction that occur in Massachusetts after the ban lift, 𝐶𝑜𝑢𝑝𝑜𝑛 is binary variable that equals one if the transaction had a redeemable coupon amount that is greater than zero,
𝑀𝑆 is an indicator variable for whether the medication treats Multiple Sclerosis (as opposed to
Rheumatoid Arthritis), and 𝑅𝑒𝑓 𝑖𝑙𝑙 is dummy for whether that prescription was a refill.
We are interested in the coefficient on the coupon dummy, 𝛾1 . In the data section, we observed
the trend that the highest coupon amounts are redeemed at high copay bands (see Table ??), so
we should expect the coefficient on the coupon dummy to increase relative to the baseline as we
increase the copay band.
Finally, in order to examine how the cost of medications with coupons gets allocated across
insurers and patients, I run the following set of regressions:

𝑌𝑖 = 𝛼0 + 𝛼1 𝐶𝑜𝑢𝑝𝑜𝑛𝑖 + 𝛼2 𝑀𝑆𝑖 + 𝛼3 𝑅𝑒𝑓 𝑖𝑙𝑙𝑖 + 𝛼4 𝑇 𝑟𝑎𝑑𝑒𝑛𝑎𝑚𝑒𝑖 + 𝛼5 𝑀𝐷_𝑠𝑝𝑒𝑐𝑖𝑎𝑙𝑡𝑦𝑖 + 𝜉𝑖𝑡

(5.4)

Where 𝑌 stands for one of six variables: Total drug cost, Insurance cost, Insurance cost share
(see Appendix 9.2 for explanation), Patient cost share, Copay amount, and Patient out-of-pocket.
Additionally, 𝑖 stands for transaction that occur in Massachusetts after the ban lift, 𝑇 𝑟𝑎𝑑𝑒𝑛𝑎𝑚𝑒 is
the fixed effect for each drug brand, and 𝑀𝐷_𝑠𝑝𝑒𝑐𝑖𝑎𝑙𝑡𝑦 is the fixed effect for the specialty of the
prescribing physician.
The results from this regression could go one of two ways: it is possible that coupons reduce
the out-of-pocket cost of patients and that the insurance company ends up carrying a larger cost
burden. It is also possible, however, that the coupon amount is offset by an increase in the copay
amount, resulting in a zero net change in the OOP spending of the patient. If the latter is true, then
coupons do not result in a change in the cost of the patient, but a change in the framing of who is
paying for it.
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5.6
5.6.1

Results
Comparing brands that did not introduce coupons to those that did

Before I ran the difference-in-differences regressions, I plotted the raw data to verify that the two
groups exhibit different trends after the ban lift. Figure 5.6 shows that the portion of transactions
with coupons is significantly different across the treatment and the control group whose percentage
is flat at zero.

Figure 5.6: Rate of coupon use by treatment for Multiple Sclerosis drugs in MA
Figure 5.7 shows the divergence in the total number of scripts across the two groups. It can be
seen that before the ban lift both groups were relatively flat, with the control group (drugs that did
not introduce coupons after ban lift) having slightly more scripts. However, after the ban is lifted,
the number of scripts for brand names that offered coupons increased even though it decreased for
brands that did not offer coupons.
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Figure 5.7: Comparing total scripts for treatment and control group, MS15
Similarly, Figure 5.8 shows the same story but with total number of patients. Both groups start
out at roughly the same level and growth rate, but after the ban lift the number of patients for brands
that offered coupons increased by more than for brands that did not offer them.

Figure 5.8: Comparing total patients for treatment and control group, MS16
15 y-axis
16 y-axis

measures the average number of scripts for each brand per quarter.
measures the average number of patients for each brand per quarter.

146

Table 5.16 shows the results from the difference-in-differences regression assessing the effect of
coupons on total scripts and patients and confirms the story from Figure 5.9. The results present the
coefficient from regression specified in equations 5.1 and 5.2 in the empirical methodology section.
The coefficients were obtained by aggregating the unit transaction level data into quarterly buckets
and the results should thus be interpreted as quarterly averages. As can be seen in Table 5.16,
both coefficients on the interaction term are positive and statistically significant at the 99% level. In
particular, the first row of Table 5.18 shows that the introduction of coupons for specific brands was
associated with an increase of 1,339.6 scripts per quarter, which corresponds to a 15.8% increase
relative to the starting level. Moreover, those drug brands that introduced coupons following the
ban lift saw an increase of 866.3 patients per quarter, corresponding to a 15.9% increase relative to
drug brands that did not offer coupons.

Figure 5.9: Allocation of cost burden across insurer and patient for Rheumatoid Arthritis drug
Orencia18
18 Sample

consists of all transactions that took place in Massachusetts for insured individuals after the ban lift.
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Table 5.16: Difference-in-differences regression results for coupon effect on total scripts and patients per quarter20

5.6.2

Assessing the impact of coupons on copay bands

Table 5.17 shows the results from the multinomial logit regression of copay band categories on
whether a coupon was used in the transaction. In particular, it presents the coefficients from running
the regression specified by equation 5.3 in the empirical methodology section. In my regression,
Coupon group includes transactions with a coupon amount greater than zero. All transactions are for the same drug
Orencia.
20 Dependent variables are total number of scripts and patients for each drug per quarter. Sample consists of all
transactions that took place in Massachusetts for insured individuals from 2012Q1-2014Q2. Specifications include
controls for the specialty of the prescribing physician. The regressions also include drug brand fixed effects to pick up
characteristics of brands that are constant over the period and year fixed effects to allow for brand-wide changes. The
dummy post ban lift equals one if the transaction took place after 2012Q3 and the dummy offered coupon after ban lift
equals one if the brand name offered coupons after the ban was lifted. The interaction term equals one if the transaction
took place after the ban lift and included a brand name that offered coupons; it is the variable of interest.
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the first copay band of $0-$25 is omitted due to multicollinearity. As such, all coefficients should
be interpreted relative to this baseline. In addition, this regression is restricted to transactions of
insured patients in Massachusetts after the ban lift.
Table 5.17: Multinomial logistic regression on the determinants of copay amount21

The coefficients on the coupon dummy in Table 5.17 show that the presence of a coupon in
the transaction increases the multinomial log-odds for a higher copay band relative to the omitted
21

Copay Band is a discrete dependent variable that takes on 7 possible values of increasing copay bands (see Table
5). Sample consists of all transactions that took place in Massachusetts for insured individuals after the ban lift. Specifications include controls for the drugâĂŹs indication (MS is a dummy that equals 1 if it is for Multiple Sclerosis and
0 if it is for Rheumatoid Arthritis) and a dummy that equals 1 if the transaction was refill and 0 if new. Coupon dummy
equals 1 if transaction has coupon amount that is great than zero and 0 otherwise; it is the variable of interest.
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category. In other words, the likelihood that a transaction had a coupon increases as the copay band
rises. For example, the cell in the second row first column of Table 5.17 shows that redeeming a
coupon at purchase increases the likelihood that the transaction had a copay between $26-$50 by 1.3
relative the baseline. Similarly, for copay band $251-$500 (row two column two) the coefficient is
3.3. The coefficient on the coupon dummy increases monotonically with copay range until it reaches
$500. While the first four coefficients are statistically significant at the 99% confidence level, the last
two coefficients are not statistically significant perhaps because there are fewer observations in that
range. Focusing on the negative coefficients on the refill dummy that are statistically significant is
also revealing. Specifically, we see that refill prescriptions are more likely to belong to the cheapest
$0-$25 copay range.

5.6.3

Do coupons change the share of the cost covered by insurance?

The third and final portion of the analysis exploits variation in coupon usage among transactions for
the same brand name in Massachusetts after the ban lift. It is illustrative to start with a case example
that appears multiple times in the data. Figure 5.9 presents a four-panel story that starts by plotting
the average coupon redeemable amount for transactions with and without a coupon. Obviously for
those without a coupon, the amount is constant at zero. However, for transactions with a coupon,
the average redeemable starts at around $20 and steadily increases until it reaches $320. The total
price of the drug steadily increases over time, for both coupon and non-coupon transactions. What is
interesting to note, though, is how the sharp rise in coupon amount is matched by a steep decline in
the share of the drug cost covered by insurance and, consequently, a sharp rise in the share covered
by the patient. This sequence of events suggests that on net, the patient did not benefit from the
coupon because it was used to cover a higher copay.
Even though it is tempting to generalize this story to the rest of the data, doing so would be
seriously misleading as Figure 5.9 was based on one drug, Orencia and its 1482 observations. These
figures do, however, serve as a good starting point to hypothesize about what we could expect to see
once we use all 63,736 observations from Massachusetts. Now that the motivation for this section
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has been laid out, Table 5.18 presents the results from regressing total price and the share covered
by insurer and patient on the presence of a coupon in the transaction. The regression also includes
fixed effects for brand name and the specialty of the prescribing physician (see equation 5.4 in the
empirical methodology section).
Table 5.18: Regression on cost sharing outcomes22

Table 5.18 shows that the story is not as clear as it seems. In particular, the first column has the
total drug cost as the dependent variable, and the coefficient on the coupon dummy is not statistically
significant. The same holds for the dollar amount paid by the insurer to cover the cost of the
medication, which is dependent variable in the second column. The rest of the coefficients are
22 Dependent

variables include the total cost of the drug ($) the amount the insurance company pays for the drug
($), the share of the cost covered by insurance (%), share covered by the patient (%), the copay associated with the
transaction ($ amount insurance company expects the patient to pay), and the actual amount the patient ends up paying
(copay-coupon amount in dollars). Sample consists of all transactions that took place in Massachusetts for insured
individuals after the ban lift. Specifications include controls for the drug’s indication (none of the coefficients on the
MS dummy were statistically significant at the 90% level) and a dummy that equals 1 if the transaction was refill and 0
if new. The regressions include drug brand fixed effects to pick up characteristics of brands that are constant over the
period and fixed effects to capture the specialty of the prescribing physician. Coupon dummy equals 1 if the transaction
has coupon amount that is greater than zero and 0 otherwise; it is the variable of interest.
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statistically significant. In particular, the drop in the portion of the cost covered by the insurer is
almost exactly matched by the increase in the copay’s percentage of total cost. Specifically, the third
column regresses the insurance share of the cost on the coupon dummy and results in a negative
coefficient of 0.02 while the fourth column regresses the copay share of the cost on the same dummy
and results in a positive coefficient of 0.02. In addition, the fifth column regresses the dollar amount
the insurance expects the patient to pay for the drug and shows that this amount increases by $57.4
dollars when a coupon is used in the transaction. Nevertheless, the sixth column shows that the
actual amount paid by the patient out-of-pocket (which equals the copay amount minus the value
of the coupon) decreases by less than one dollar. This means that even though consumers have a
coupon, because they are now required to cover a greater portion of the drug’s cost, the net change
in OOP expense is about zero.
As an exercise to further test this hypothesis, I ran the same set of regressions on four subsamples: (1) MS drugs whose price is above average (2) MS drugs whose price is below average
(3) RA drugs whose price is above average and (4) RA drugs whose price is below average. I do
not present the full results in a table because most of the coefficients turn out to be statistically
insignificant. The only dependent variable for which the coefficient on the coupon dummy is statistically significant is the share of the drug cost covered by the copay. Table 5.19 summarizes
the results. For Rheumatoid Arthritis, the coefficient is not significantly different across the two
groups. However, the last two rows show that for Multiple Sclerosis drugs that are priced above
average, having a coupon increase the share of total cost covered by the copay (0.014 percentage
points) by a significantly lower amount than for MS drugs that priced below average price (0.032
percentage points).
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Table 5.19: Effect of coupon on copay’s share of total cost by subgroup23

5.7

Conclusion

I examine the economic consequences of the lift on coupons for bio-specialty drugs in Massachusetts
in the third quarter of 2012. The advantages of evaluating this policy change is that (i) its timing was
well defined and (ii) differences across brand names and transactions allow for a treatment/control
design. I find that brand names that started introducing coupons following the ban lift saw close to
a 16% increase in the total number of scripts and patients per quarter relative to brand names that
did not offer coupons. Moreover, I find support that coupons are more likely to be used to pay for
drugs that have high copays. Lastly, I find that the introduction of coupons in Massachusetts was
associated with a corresponding decrease in insurers’ share of the drug cost, resulting in no change
in patients’ out-of-pocket cost.
A key outstanding issue is what causes insurance companies to raise the copay for drugs that
offer coupons. If patients with coupons are expected to cover a larger portion of the drug cost,
then their total out-of-pocket cost stays the same. Because the effect of coupons on total drug price
is inconclusive, it remains unclear whether insurance companies pay more to cover patients who
use coupons. Possibly, insurance companies try to keep their patients’ out-of-pocket cost the same
23 The

coefficients in this table are obtained by running the regression specified in table 13 when the dependent
variable is the share of cost covered by copay. The regression splits the sample to those drugs with prices above or
below the average. The reported coefficients are those attached to the coupon dummy. As a point of comparison, the
coefficient reported in table 13 was 0.022.
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as without coupons in order to maintain the tiered structure, which incentivizes patients to buy
preferred drugs by giving them lower copayments.
This analysis of the use of coupons by pharmaceutical companies provides several directions
for further research. First, future researcher might study whether coupons give pharmaceutical
companies the power to price discriminate because consumers self-select into customer segments
that do and do not use coupons. Further research should also explore paths by which drug coupons
can be used in loyalty programs or foot-in-the-door advertising campaigns. If physician-prescribing
habits are sticky as Bhattacharya claims, then targeted campaigns to physicians’ offices can have
long-lasting effects. In addition to studying the validity of this statement, researchers could look
at the interplay between asymmetric information and drug coupons. In particular, they could test
if patients’ limited medical knowledge makes them more likely to use a coupon given to them
by a doctor even when a cheaper generic alternative is available. Thirdly, future research could
exploit variations in the number of times a drug coupon can be redeemed to determine if consumers
switch drugs when their coupon expires. Finally, further research could characterize the extent to
which coupons create barriers to entry in the pharmaceutical industry. This question is especially
relevant for smaller players who compete with established brand names that employ coupons to
keep consumers from switching over to substitutes. These ideas underscore the importance of
investigating pharmaceutical companies’ decision to issue coupons. Overall, my analysis provides
a valuable starting point for further research to understand how coupons affect sales and the outof-pocket cost of patients.
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